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Abstract
We argue that individuals have general responsibility attribution heuristics that
apply to collective decisions made, for example, by families, teams within firms,
boards in international organizations or coalition governments. We conduct laboratory and online survey experiments designed to tease out the heuristics subjects
use in their responsibility attribution for collective decision makers. The lab experiments comprise a collective dictator game with weighted voting power of the
decision makers and a punishment possibility for the recipients. Our results show
that recipients punish unfair allocations and mainly target the decision maker with
proposal power and with the largest vote share. We find rather weak evidence that
decision makers with veto power are targeted or that recipients engage in punishment proportional to weighted voting power. The survey experiment tests whether
subjects indeed believe that the decision maker with proposal power has the most
influence on the collective decision outcome. The results confirm this conjecture.
We discuss the implications of our findings for theories of vote choice in contexts
of multi-party governing coalitions.
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Introduction
The act of attributing responsibility is pervasive in social, economic and political

life. Thus, it is not surprising that the subject has attracted considerable attention from
social psychologists and cognitive scientists (Gerstenberg, Speekenbrink and Cheung,
2011; Ross and Nisbett, 1991; Weiner, 1995), economists (Charness, 2000; Barro, 1973;
Besley, 2006), and political scientists (Ferejohn, 1986; Iyengar, 1991; Kiewiet, 1983).
Little of this scholarship, however, has focused on responsibly attribution for collective
decisions - favoring instead questions in which the target of responsibility attribution is
a single, or unified, actor – e.g., a firm, a political party, a presidential candidate, or an
individual.
In this paper, we begin to address this deficit by exploring responsibility attribution in
situations in which outcomes are the result of collective decisions reached by a weighted
vote amongst decision-makers, but where the influence of any particular decision-maker
may be ambiguous (e.g., boards of directors, remuneration committees, families, or coalition cabinets).1 This ambiguity could result because parts of the decision-making process
are not observed or because the decision-making process itself is only vaguely defined.
But, whatever the source of ambiguity, the challenge individuals face in such situations
is to determine how to assign responsibility to the individual members of the collective
decision making body. Which family member had the most influence on deciding where
to go for summer vacation? Who amongst the members of the company’s remuneration
committee should get most of the blame for one’s miserly salary increase? How should
voters apportion blame for a poor economy to the individual political parties making up
the coalition government? This essay is concerned with explaining how individuals distribute responsibility amongst the members of these kinds of collective decision making
entities, when the members differ in the influence they can have on the outcome of the
1
When one thinks of weighted majority rule in terms of resources rather than votes, the scope of
applicability of this decision making context is vast.
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collective decision.
Since individuals frequently make responsibility attributions in general, and decisions
about distributing responsibility amongst members of a collective decision making entity
in particular (Messick, Moore and Bazerman, 1997), our conjecture is that they will have,
over time, developed heuristics that facilitate these attributions. 2 . Thus, in this paper
we implement a set of three different laboratory and survey experiments designed to
identify the specific heuristics (if any) that individuals do and do not use to attribute
responsibility for collective decisions.
The result of the first of these experiments reveals that individuals’ attributions of
responsibility depend heavily on only one or two features of the decision-making environment, while virtually ignoring other, ostensibly relevant, information. The second
confirms that this dependence is indeed due to the use of heuristics (i.e., applying a general decision rule that may not be tailored to a specific decision-making situation but that
is likely to work on average over time – i.e., Goldstein and Gigerenzer 2002) rather than
a more careful analysis of the specific strategic incentives that decision-makers face in the
specific situation. The final experiment further confirms that our subjects’ observed behaviors in the first two experiments (which involve punishing different decision-makers to
varying degrees) reflect their beliefs about the relative influence different decision-makers
have on the collective decision, rather than some other process that is not fundamentally about responsibility attribution (like a simple emotional reaction or focal point
phenomenon).
In what follows, we motivate, explain, and present the results from each of these experiments in turn. With this view of how responsibility attributions work in the relatively
abstract world of weighted majority rule games, we then apply those insights to one important substantive question in political science: how do voters in coalitional democracies
2

By heuristics we mean strategies that ‘guide information search and modify problem representations
to facilitate solutions’ (Goldstein and Gigerenzer, 2002)
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distribute attributions of policy-making responsibility among the parties in a coalitional
executive? While this short application is not the main point of the paper, which is
about the more general question of responsibility attribution for collective decisions, it
does serve, in our view, to illustrate the potential usefulness of our approach. Specifically,
it suggests a number of substantive hypotheses about which parties in coalition will be
held responsible for their collective decisions.

1.1

Design Principals for the Experiments

In designing the experiments reported below, we had two somewhat competing goals:
First, we wanted to specify a decision-making structure that not only captured the main
features of the attributional dilemma described above, but that also had clear ties to the
long-tradition of experimental work in behavioral economics and political science, which
has focused on a small number of simple and well understood experimental games (e.g.,
ultimatum, dictator, and trust games). In this way, we could rely on the rich results
from that literature. At the same time, however, we wanted to use these simple games
to explore how individuals assign responsibility for collective decisions in situations that
approximate the kind of complicated, obscure, and cognitively demanding environments
individuals face in real social and political life. Our intuition is that it is in exactly these
kinds of complex situations that individuals will use cognitive short-cuts, including simple
heuristics.
The obvious way to achieve our first goal was to tap into the rich base of knowledge
in experimental economics and political science on simple other-regarding games like the
dictator and ultimatum games, but to adapt them to explore attributions for collective decisions. Specifically, for our first two experiments, we build a collective dictator
game with punishment that shares many of the characteristics of dictator and ultimatum
games. That is, a dictator (which is, in this case, a collective) allocates shares of an
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endowment among its members and a set of recipients. Like in all traditional dictator
games, recipients cannot reject the allocation, but they do have an opportunity to punish
the members of the collective dictator after seeing the allocation.3
The advantage of working in the well-understood framework of the dictator and ultimatum games is that certain empirical regularities from this literature are quite likely
to carry over to our situation. As we will see, there is nothing about the relationship
between decision-maker allocations and total levels of punishment (as opposed to the distribution of punishments) in our game that differs fundamentally from the usual unitary
dictator game with punishment. Consequently, we have every reason to expect that, with
respect to levels of punishment, recipients and decision-makers will behave just as they
do in traditional ultimatum and dictator games with punishment: that is, recipients will
tend to punish (or in ultimatum games reject) selfish offers but not punish if offers are
sufficiently generous; and, decision-makers will moderate their selfishness in anticipation
of punishments (e.g. Guth, Schmittberger and Schwarze, 1982; Fehr and Gachter, 2000;
Fehr and Fishbacher, 2004; Henrich et al., 2006; Dawes et al., 2007).4 In addition, since
these expectations do not depend on the details of the way that the collective decision
gets made, we also would not expect the levels of punishment or the size of allocations
to depend on these details (while we do expect distributions of punishments to depend
on them).
These expectations are critically important to the design of our game because in
order to get any power on the main question of this study (i.e., the distributions of
3

This makes the predictions of the game more like those of ultimatum games in which decision-makers
must worry about what recipients will do.
4
Our expectations regarding the overall punishment of these collective decisions are informed by a
well-developed theoretical literature on other-regarding preferences (Bolton and Ockenfels, 2000; Falk,
Fehr and Fischbacher, 2006; Fehr and Schmidt, 1999, 2006; Rabin, 1993). Most formal models of otherregarding preferences imply that an unequal distribution of monetary payoffs causes disutility in inequityaverse individuals and conceives punishment as a means these individuals have to alleviate the perceived
inequity. However, these models provide less theoretical guidance as to how individuals would distribute
their punishment amongst the DMs in a decision making body whose collective decision led to an inequitable outcome.
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punishments by recipients), we need recipients to engage in frequent (and high levels of)
punishment. Thus, this requires that we calibrate the parameters of the game (especially
the total number of available punishment points relative to the endowment, and the
“exchange rate” between the two) to ensure that decision-makers will not be so worried
about punishment that they are too often generous (thus invoking little punishment and
reducing power for our main question of interest).5
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Our second (again partially competing) design goal was to simulate the kinds of
complex and ambiguous decision-making environments that individuals face in the real
political and social world (and in which we think they will often utilize heuristics and other
cognitive short-cuts). While, one way to do this would have been to give up entirely on
using the abstract, stripped down, and relatively simple games described above (a strategy
recommended, for example, by (Diermeier, 2011), we chose instead to approximate the
ambiguity of the real world by making one crucial design decision: recipient punishments
are costless. As we discuss below (and show in the online appendix), in one stroke this
choice eliminates any overriding incentives that recipients have to choose one punishment
strategy over another and ensures (under a variety of assumptions about the content of
player utility functions) that there are a plethora of equilibria to the game. Thus, our
recipients are faced with just the sort of ambiguous situation we want: the structure of
the game itself gives them little guidance on how to behave (i.e., whether and how much
to punish) and so they must devise some other way to play. Our intuition is that while
they will react to decision-maker selfishness and generosity with levels of punishment
that are similar to subjects in traditional games, they will distribute these punishments
in proportion to their attributions of responsibility over decision-makers - attributions we
think they make using simple heuristics.
5

Despite the advantages with respect to power, we rejected the idea of using fictional allocations
because of the large literature showing that individuals respond differently when they play games against
real human beings (especially in realms invoking the kinds of emotional responses that no doubt permeate
punishment decisions).
6
The choice to make punishments costless is also critical to ensuring that recipients punish.
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All three of our experiments incorporate treatments that replicate the important features of majority decision-making situations. These can, of course, be formally defined
features of decision making, which is the case for boards of directors, remuneration committees, or coalition cabinets, for example. They can also be more informal features of
collective decision-making processes in which, for example, voting weights are not explicitly assigned but rather are informally recognized per the role DMs occupy in an
organization. In any case, a key feature of collective decision-making contexts is the
distribution of DM voting weights; accordingly in our experiments we vary these from
relatively equal to unequal voting weights where a single party has a majority vote weight
(i.e. veto power). We also vary the voting weight of the proposing DM (i.e. agenda setter)
and whether or not recipients know the proposing DM’s identity. We restrict ourselves to
exploring how this finite set of DM attributes informs responsibility attribution. Subjects
could rely primarily on positive agenda power; focus on the DMs with the largest voting
weight; attribute responsibility according to voting weights; or favour a negative agenda
power heuristic. The experimental approach we adopt allows us to disentangle the effect
of, for instance, agenda setting power versus veto power in a very controlled setting, which
is difficult to achieve based on observational data. Only having confirmed the nature of
this heuristic reasoning in the lab will we then be prepared to address external validity
(Morton and Williams, 2009, 253).
In our first experiment, we find that the average amount recipients spend on punishment does not vary substantially across information conditions, while a clear pattern
emerges where, if identifiable, the proposing DM is punished most for an unfair allocation.
Our second experiment further explores the motives behind this agenda setter effect and
also varies the outcome of an unfair proposal receiving a no-majority vote. We find that
the proposing DM is punished most for an unfair allocation even in conditions where a
no-majority vote would result in an equitable distribution of the original amount rather
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than in a reversion to zero. In our third experiment, we test whether recipients indeed
believe that the proposing DM has the most influence on the collective decision outcome.
Our results confirm this conjecture.

2

Experiment 1: Responsibility Attribution
Our first experiment was conducted with 96 student and non-student participants.

Each of the four experimental sessions comprised 20 rounds. In each round, subjects
played the collective dictator game with punishment, which had the following characteristics:
1. Five DMs are chosen at random and are given an endowment which equals the
number of participants in the experimental session in £(n = 25 in sessions 1 and 4,
and n = 23 in sessions 2 and 3). The recipients receive no endowment. Moreover,
one of four voting weight distributions is randomly chosen and each DM is randomly
assigned a voting weight from this distribution.
2. One of the DMs is chosen at random to propose an allocation a of the money between the DMs and the recipients in units of £1 (a ∈ 0, 1, 2, ...n). If the proposal
is accepted, a is split equally amongst the DMs and n − a is split equally among
recipients. Thus, each DM’s payoff at this stage would be πj = a5 , and each recipient’s payoff πj =

n−a
.
n−5

For instance, if the proposing DM proposes to allocate £15

to the DMs and £10 to 20 recipients, each DM’s payoff would be πj = £3 and each
recipient’s payoff would be πi = £0.5.
3. The five DMs cast all their votes for the proposed allocation or all against it.
Abstention is not allowed. If the allocation receives at least 51 votes then it passes.
Otherwise the proposing DM has to propose a different allocation, which is also
voted on. No other communication is allowed. If three consecutive proposals fail
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to obtain 51 votes, the group is disbanded and no one is paid anything (i.e. πi =
πj = £0).
4. In case of a successful proposal, each recipient is given 30 “deduction points” and
decides independently and at no cost how much to deduct (if any) from each DM’s
payoff. A DM is deducted the average of the deduction points assigned to him
or her by all recipients times £0.1. Let pij be the deduction points assigned by
Pn−5
0.1
recipient i to DM j. As a result, the final payoff for DM j is πj = a5 − n−5
i=1 pij .
Continuing from the example above, if 10 recipients assign 15 deduction points to
a DM, five assign ten points and five zero points, then the DM’s payoff is reduced
by £1 [£0.1*(10*15+5*10+5*0)/20 = £1], and his or her final payoff is πj = £2.
In each session, there were four voting weight distribution treatments which we randomised across rounds: (53%, 29%, 10%, 6%, 2%); (48%, 19%, 14%, 11%, 8%); (38%,
21%, 17%, 13%, 11%); (23%, 21%, 20%, 19%, 17%). Except for the first session (see
Section 2.2.4) the voting weight distribution was common knowledge in each round. In
case of a successful proposal, recipients were also informed of the amounts allocated to
the DMs and to the recipients and that this allocation had received a majority of votes;
they were not informed of the voting decisions of individual DMs nor of the exact number of votes constituting the majority. Moreover, to minimize learning effects, DMs were
given no feedback on the amount of their deduction – they only learned their total payoff
at the end of the session. If a proposed allocation was unsuccessful, recipients were only
informed that the allocation failed to receive a majority of votes.7
7

Section 2.1 in the online appendix contains a detailed description of the procedure and design as
well as the instructions given to subjects in Experiment 1.
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2.1

Behavioral predictions

Our experimental design is informed by the extensive theoretical and empirical work
on decision-making in dictator and ultimatum games (e.g. Camerer, 2003).8 Our interest
here is in how recipients in the collective dictator game attribute responsibility to the
individual DMs responsible for the collective offers. To our knowledge, no experimental
evidence has directly addressed this issue. Unlike most other-regarding games, in our
rendition recipients are making two decisions: They decide on how much to punish and
also on how to distribute that punishment amongst the individual DMs. In order to gain
insight into the later decision, which is the focus of this essay, we require high levels of
punishment resulting from their first decision. We thus set the parameters of our game
to make it likely that DMs’ collective offers will be relatively selfish and recipients will
punish quite aggressively.
We can now ask, how would we expect players to play this game, if they were all
fully rational and had selfish preferences (i.e., they cared only about maximizing their
monetary payoffs)? In the online appendix, we show that there are a large number of
equilibrium to the game, though as we intended, these are skewed toward more selfish
allocations (this results because of our choices about the size of the initial endowment, the
“exchange rate” between punishment points and the endowment in the decision-makers’
payoff functions, and the costlessness of recipient’s punishment points). Specifically, for
rational-selfish players, there are sub-game perfect equilibrium supporting any allocation
of a >= n - 15 (e.g., in our game with n = 25, this is an allocation of 10 or greater),
but none with a < n-15. Thus, we expect relatively selfish allocations. With respect to
8

In most of this literature, the initial offers are made by an individual while in our experiments they
are made by a collective decision making group. The few experiments on collective decision making in
other-regarding games typically compare the initial offers of individual decision makers with those of
a group. A major result of these experiments is that groups are more rational and selfish than single
individuals (Engel, 2010). Groups are found to be more selfish in a dictator game than individuals and
the most selfish group member has the strongest influence on group decisions (Luhan, Kocher and Sutter,
2009). Groups are also found to offer less, and accept lower offers than individuals in ultimatum games
(Bornstein and Yaniv, 1998).
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the size and distribution of recipients punishments, our use of costless punishment means
that (for rational-selfish recipients) any punishment strategy, from no punishment, to
equal punishments, to concentrating all punishment on a single DM, are best responses
to every possible allocation. As such, an analysis of the game with these kinds of players
will give us little guidance about recipients’ expected behaviors.9
An alternative to the assumption that players care only about monetary payoffs is
that they are in some way other-regarding. Behavioral models built on such assumptions
have been used successfully to predict the kinds of behaviors that are often seen in
laboratory implementations of traditional ultimatum and dictator games (e.g., somewhat
generous offers and a willingness to incur costs to punish). In the appendix we apply
Fehr and Schmidt’s (Fehr and Schmidt, 1999, 2006) influential formulation of one such
model to our game and examine the resulting predictions.10 The key to their model is the
incorporation of terms into players utility functions that capture two kinds of inequality
aversion: disutility due to envy (I have smaller monetary payoffs than others) and disutility due to guilt (I have larger monetary payoffs than others).
With these additions, recipients are no longer indifferent among all punishment strategies, since punishments can now be used to alter the DMs’ payoffs in ways that reduce (for
example) the recipients’ dis-utility due to envy. Indeed, with Fehr and Schmidt’s preferences, and given the parameters of our game, we show that as long as a > 5(12+n)/n
(i.e., a > 7.4 for n = 25), the recipients will always use all their punishment points in
equilibrium. That said, like our analysis of the game assuming rational-selfish preferences, there are many equilibrium in which recipients use all their punishment points but
9

In the appendix we point out that recipients are not indifferent among these various equilibrium.
Indeed, they do best in the ones in which a = 10. Likewise, DMs prefer the equilibrium in which they
take the whole allocation. An argument for selecting one equilibrium out of the possibilities (all with a
between 10 and 25 and giving very different payoffs to recipients and DMs respectively) would need to
explain how this difference is resolved.
10
There are other models of other-regarding preferences which could be used instead of the FehrSchmidt model, and which, with all likelihood, would yield qualitatively similar results (e.g. Rabin
(1993); Bolton and Ockenfels (2000); Falk, Fehr and Fischbacher (2006)). We use the Fehr-Schmidt
model here because it is very tractable in this setup and allows us to give clear intuitions to readers.
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distribute them in very different ways.11
Overall, then, the analysis in this section confirms the intuition we had when designing
the game – that even under various assumptions about player preferences, equilibrium
predictions are ambiguous and so give us (and the players) little guidance about what we
should expect (or how they should play).
Given this ambiguity, we suspect that players will instead use simple heuristics to map
readily observable information about decision-makers (e.g., their sizes and proposal powers) into inferences about the relative influence that different DMs had on the observed
allocation (Bartling and Fischbacher (2012) make a similar point). Our expectation is
that individuals have acquired decision making short-cuts (i.e. heuristics) that facilitate
this “distribution of responsibility” task. They do not, for example, calculate the Banzhaf
(1965) voting power index for each DM. Rather, individuals use selective, and simplified,
information about the decision making process in order to decide how to attribute responsibility across the individual members of a collective decision making body. In the
next section we explore four features of the decision making process individuals likely
employ for attributing responsibility: agenda setting power; the largest DM; the voting
weights of DMs, and veto power.

2.2
2.2.1

Results
Punishment Levels

We first examine whether this experimental set-up produces behavior that punishes
unfair allocation decisions similar to previous experiments with an individual DM. In each
11

As we show in the appendix, the set of possible equilibrium change as allocations become more
selfish. Specifically, at the most equitable distributions ( a= 5, 6, and 7 for n = 25) recipients best
responses are to punish all DMs equally, but as a gets larger, there are more recipient best responses
that include unequal punishments, until at very selfish allocations (a = 17 for n = 25), even the most
unequal distributions of punishment are in equilibrium (i.e., concentrating all punishment on one DM).
One is thus, tempted to predict that we should observe more equal punishments as allocations are more
generous (which, in fact, we do), though this would require some kind of equilibrium selection argument.
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round, 18 or 20 recipients evaluated each of the five DMs with respect to the collective
allocation decision. This gives a total of 7,600 evaluation decisions (76 recipients × 5
DMs × 20 rounds). Figure 1 shows the average deduction points used on punishment
(i.e., in total per recipient and round) for the amounts the DMs collectively chose to
keep for themselves (across all experimental conditions). The lowest observed amount
that DMs keep for themselves is £5 (everyone receives £1) and the maximum amount
is £25 (nothing for the recipients). The graph shows that there is a strong positive correlation between the amount kept by DMs and punishment of DMs by recipients. This
result is consistent with findings from (single) dictator game experiments with punishment (Bering, 2008; Henrich et al., 2006; Fehr and Fishbacher, 2004) and confirms our
conjecture that recipients respond to an overall collective offer in a fashion similar to
what we observe when they receive an offer from a single DM.
Figure 1: Average total deduction points used for amount kept by DMs
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2.2.2

Distribution of punishment

We now turn to the second type of recipients’ behavior – the way recipients distribute punishment amongst the individual DMs – to identify the responsibility attribution heuristics they use. Recipients in our experiment appear to use six different
heuristics:
• “No punishment” – Recipients used no deduction points.
• “Punish all DMs equally” – Recipients used deduction points and gave equal shares
to all DMs. In the vast majority of cases, they used all 30 of their available points
(i.e., six points to each DM).
• “Punish only proposer” – Recipients only used deduction points on the proposer.
In 85% of such cases they used all (30) of their points on the proposer. In 12% of
the cases, the proposer was also the DM with the largest voting weight; in 5% of
the cases, the proposer also had a majority of the vote weight.
• “Punish proposer and DM with most weight” – Recipients split their deduction
points between the proposer and the DM with the largest vote weight (which was
not the proposer in these cases). On no other DM were points used.
• “Punish equally, but more to proposer:” – Recipients used most points on the
proposer, more than on other DMs, on each of which they used the same amount.
• “Punish proportional to vote weight, except for proposer” – Recipients did not fall
into any other category and used their deduction points in a way that resulted in a
positive relationship with vote weight. However, they used disproportionately more
points on the proposer.
Clearly, the punishment heuristics our subjects used heavily emphasized the proposer.
Recipients paid much less attention to the relative vote weights of the DMs. Indeed, in
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only 24% of the cases overall did subjects use a punishment heuristic that depended
at all on the vote weights of the DMs and in about half of these the only vote weight
information that was used was the identity of the largest DM.
Figure 2 consolidates the heuristics above into those with generous or “fair” allocations (1-9 to the DMs), “mixed” allocations (10-14 to the DMs), and selfish or “unfair”
allocations (15 or more to the DMs). Figure 2a makes it clear that as allocations become
selfish, the majority of subjects appear to blame the proposer; even when this proposer
is not the largest DM. Figure 2b summarises the information recipients employ in their
punishment decisions. Clearly, as allocations become less fair (i.e. mixed), recipients use
more of the available information overall. However, as they become unfair, they focus less
on making distinctions about the sizes of all DMs – only about 20% employ this punishment heuristic in the unfair allocation cases. In most unfair cases (80%), recipients focus
exclusively on punishing the proposer without considering the sizes of DMs. Finally, we
have cases in which some information about DM size is used (proportional allocations and
special punishment of the largest parties). But in all these cases recipients also accounted
for the proposer.
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2.2.3

Multivariate Model

Figure 2 quite compellingly suggests that responsibility attribution is focused on DMs
with proposal power rather than on the voting weights of DMs. Accordingly, we estimate
a series of statistical models in which we model how much recipients punished DMs
with different characteristics, while controlling for the total amount the DMs kept for
themselves.12 We include a full set of indicator variables for DMs’ voting weights and a
dummy variable for whether the particular DM was the proposer. Note that the indicator
for the largest DM heuristic will be the indicator for the largest voting weight in each
distribution (i.e., 23, 38, 48, or 52).
Each row in our data records the number of deduction points (out of 30) that a
recipient allocated to a DM in an experimental period. Since there are five DMs in each
period, we have five allocations of deduction points from each recipient in each period.
In order to identify heuristics about responsibility attribution we focus on the share of
the total deduction points that the recipient allocates to each DM. Such shares will sum
to one for each recipient who allocated at least one deduction point to one of the five
DMs. Hence, our dependent variable is a five-part composition that gives the share of the
total deduction points allocated to each DM by a recipient. We follow Atchison’s (1986)
recommendations in estimating this as compositional data (see Section 2.2.1 in the online
appendix for estimation details).
Figure 3 gives a substantive picture of the results for a case in which the DMs’ collective choice was to keep £20 for themselves and a recipient’s total punishment was 30
points.13 The circles with the light grey confidence bands indicate the estimated share of
12

We have also run models without this control, which would be an appropriate specification if the
DM’s allocation is a “collider” variable in the causal link between our treatments an punishment decisions.
The results, however, do not change appreciably for this specification (see Section 2.2.5 in the online
appendix).
13
Substantive results calculated at other allocations give the same message, though consistent with
the descriptive results reviewed in the last section, the impact of the proposer and largest parties relative
to more equal allocations declines as DMs are more generous. In Section 2.2.6 in the online appendix,
we provide similar graphs that give the estimates separately for cases in which each other DM was the
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punishment allocated to proposing DMs with the corresponding voting weight on the xaxis. The circles with the dark confidence bands are estimates of the average punishment
allocated to non-proposing DMs (these are averaged over different proposer treatments
for this distribution). For example, in the upper-left distribution (2, 6, 10, 29 53), when
the DM with a weight of 2 is the proposer, recipients allocate about 20 percent of their
deduction points to this DM. This compares to the circle at essentially zero, which is
the average estimated share of deduction points allocated to non-proposing DMs with
a weight of 2. Note, moreover, that the estimated deduction points for a DM proposer
with vote weight 53 is very similar to that of the average estimated deduction points for
non-proposers with this weight – both approach 100%.
There are three results that stand out in Figure 3. First, a proposing DM gets punished
more than non-proposing DMs with the same vote weight. Although the simulated 95%
confidence bands sometimes overlap, in all cases are the point estimates for proposers
and non-proposers with the same vote weight statistically different from one another.
Thus, consistent with our analysis of these data in the previous section, subjects use
proposal power as an important guide to attributing responsibility to DMs. Secondly,
the plurality DM receives more punishment, and punishment increases as the size of the
plurality DM increases in size. Finally, the results very clearly show that, other than
the plurality effect, voting weight is not used by subjects as a general cue for attributing
responsibility. There is no clear pattern between voting weight and punishments that
applies across the distributions, or even within individual distributions.
Two more subtle results can be discerned in Figure 3. The first is that there appears
to be an interaction effect between proposal status and DM size. Specifically, we see that
when both the plurality signal and proposal power signal point to the same DM, subjects
almost universally punish only this DM (with a predicted share of punishment almost at
proposer (e.g., separate estimates for the predicted share of punishment for a DM with vote weight 6
in distribution 1 when each of the other DMs - with weights 2, 10, 29, and 53 respectively was the
proposer).
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Figure 3: The Impact of Voting Weights and Proposal Powers on Punishment
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Dark gray bars are estimates for non-proposers and light gray bars are for proposers. The y-axis is the
share of a recipient’s total deduction points that was allocated to a DM with the indicated characteristics.
The hollow circles are point estimates of predicted punishment shares for a typical recipient (who allocated
all 30 of her possible deduction points in a situation in which the DMs kept £20 of the initial endowment).
These predicted effects are derived from estimated compositional model described in Section 2.2.1 and
2.2.4 of the online appendix).

100% even in the most egalitarian distribution of vote weights). Finally, our estimates do
not suggest that subjects gave any special weight to the fact that in the first distribution
the plurality DM could veto any proposal. To see this more clearly, Figure 4 gives the
same estimates as in Figure 3 but only for the plurality DM in each distribution. The
lower fitted line captures estimated punishment shares that are solely accounted for by
the plurality size effect.
Examining the estimates in this way, one can immediately see that recipients, while
they did punish larger plurality DMs more than smaller plurality DMs, did not give an

20

.6
.4
0

.2

Predicted Share of Punishment

.8

1
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Dark gray bars are estimates for non-proposers and light gray bars are for proposers. See note to Figure
3 for more details.

additional increment of punishment to (plurality) DMs having veto power. If this were
the case then the estimated punishment for the veto DM (53 voting weight) would have
been significantly above the plurality effect fitted line. Had recipients been employing a
veto power heuristic, one might have expected them to only punish this DM, even when
she did not have proposal power. However, given the point estimate and confidence band
this is clearly not the case (deduction point shares are about 85% when the DM does not
have proposal power, which is significantly lower than the essentially 100% when the DM
has proposal power). Thus, unlike the case of proposal power, subjects seem less able to
recognise the special significance of veto power.
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2.2.4

Information Treatments

Figure 1, presented earlier, suggests that recipients respond to a collective dictator
offer in much the same way they would respond to one from a single dictator. We also
conjectured that recipients’ overall punishment is not conditioned on information they
receive regarding the decision-making process (e.g. DM characteristics). Our view is that
recipients respond to the DMs’ decision with an overall punishment and then use what
information they can glean about the process to apportion responsibility. An alternative
perspective is that overall punishment is the sum of recipients’ punishment decisions for
each individual DM and may therefore depend on the possibility to attribute responsibility
to individual DMs. This perspective implies that information about the decision-making
process determines the overall level of punishment – limited information should reduce
overall punishment. We can test this conjecture with our experimental data.
In addition to the full-information treatment that we referred to in the last two sections, we implemented two additional information treatments in our experiment. In the
no-information treatment, subjects neither knew the DMs’ voting weights nor which one
of the DMs was the proposer; in the semi-information treatment, subjects knew the DMs’
voting weights but not which of the DMs was the proposer (see Section 2.1 in the online
appendix for details). In order to test whether overall punishment varied depending on
the amount of information provided to recipients, we regress the total number of deduction points used by a recipient in one round on indicator variables for each information
treatment.14
There is at best weak evidence that levels of punishment are conditioned by the information context. The coefficient estimates are 26.7, 27.1 and 29.2 for the no-information,
semi-information and full-information treatments, respectively. Hence, while the order of
14
Note that in the no-information treatment, DMs kept either £20 or £25 – accordingly the regression
we run compares punishment levels across information treatments for amounts kept by DMs of £20 or
more.
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the effects suggest that punishment is higher in environments with more information the
pairwise differences between coefficients are insignificant (at the 5% level for two-sided
test).15

2.3

Discussion

Our first experiment was designed to 1) determine how recipients’ overall punishment
is related to an offer from a collective decision-making body; and 2) understand the
heuristics employed to distribute responsibility amongst individual DMs. In the case
of the first point, we find that the responses of our recipients to a collective dictator
game offer is similar to the responses to an offer from a single dictator game. Moreover,
varying information about the decision-making process, in particular about the DMs in
a collective decision making game, has very little effect on overall punishment.
With respect to the second point, we assess the importance of four responsibility
attribution heuristics: the relative weights of the DMs; the plurality DM; the DM with
veto power over a decision; and the agenda setting DM. Rather surprisingly, with the
exception of punishment for the plurality DM, this experiment provides little support
for the notion that individuals apportion responsibility for collective decisions according
to the voting weights of the DMs. The results are also surprising in that the subjects
exhibited a clear tendency to hold the agenda setter accountable. Less surprising, but very
prevalent, is the tendency for subjects to punish the plurality DM; and, as the plurality
DM’s vote gets larger, this punishment increases in a very linear fashion. Indeed, given
this linear trend, it is not clear that there is a “bonus” for being above a majority threshold
15

This result provides an interesting insight into responsibility attribution for policy decision made
by multi-party governing coalitions. There are claims that multi-party governing coalitions, i.e., the
information context, make it more difficult for voters to assess responsibility for policy decisions and
hence, there is an attenuation of overall responsibility attribution (Powell and Whitten, 1993). Our
information treatment results suggest that there is a tendency for overall punishment to decrease as the
amount of information about the decision-making process decreases, but in our case, this decrease is
substantially insignificant.
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(i.e., a veto player) that comes in addition to being the largest DM. Overall, it seems
that subjects are looking for clear cues like proposal power and plurality weights. When
they find these cues they use them while ignoring other information. When they do not
find any cues – or find limited cues – there is a very modest decline in overall punishment
levels and, as one would expect, punishment is randomly allocated to DMs.
One is tempted to conclude from this that subjects in our experiment believe that
proposal power and plurality status confer significant influence on collective decisions
while vote weight and veto power are less reliable indicators of policy influence. But
this is not necessarily the case. There are two alternative explanations that we believe
deserve careful attention. First, given the setup of our game, it is possible that higherlevel reasoning will lead recipients to punish mainly the proposer; and second, recipients’
focus on the proposer may be due to reasons other than our hypothesised one – for
example the proposer could be a focal point for the recipients expression of anger rather
than a deliberately chosen target of responsibility attribution. Our next two experiments
address these issues.

3

Experiment 2: Reasoning about Strategic Proposal
Power
In contrast to our conclusion that subjects are using a proposal heuristic it is possible

that they are instead undertaking a more sophisticated calculation, that results in the
same behaviour (i.e., focusing punishment on the proposer). Specifically, it could be that
recipients understand that the proposing DMs in our game is a policy dictator. That
is, the proposer can propose her ideal allocation because in the third round of voting
this allocation will be preferred to the reversion outcome, which is zero for each DM.
Hence, punishing the proposer may not reflect the operation of a heuristic, but a more
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sophisticated level of reasoning in the game. We test this possibility with an additional
lab experiment. In this experiment, we implement a treatment in which the reversion
point of the DM bargaining game is no longer zero, but rather an equitable allocation
(Safe condition). Thus, in this treatment, the proposer cannot leverage the “reversion
to zero” outcome in order to ensure her preferred allocation wins a majority vote. In
contrast, for non-treated rounds, we continue to have a defeated proposal result in zero
payoffs (Loss condition). If the recipients’ punishment behaviour reflects reasoning about
the leverage that the reversion to zero outcome gives the proposer, then proposers should
receive fewer deduction points in the Safe treatment than in the Loss treatment.

3.1

Procedure and design

Twenty-four subjects participated in our second experiment, in which we varied three
factors across 20 rounds. As in the previous experiment, we varied the vote distribution
randomly assigned to the five DMs, as well as the identity of the proposing DM, in each
round. Unlike in our first experiment, the proposer faced a binary decision. The proposer
could choose between Allocation I, where both DMs and recipients receive £1 each, and
Allocation II, where DMs receive £3 each and recipients receive £0.50 each. If the
proposer chose Allocation I, Allocation I was implemented (Outcome 1). If Allocation II
was proposed it was voted on, and if it received at least 51 votes, then it passed (Outcome
2). The third factor varied the outcome if Allocation II did not receive a majority vote
(Outcome 3). In some rounds, if Allocation II received less than 51 votes, Allocation
I was implemented (Safe condition); in other rounds, no one was paid anything (Loss
condition). It was announced in each round what the Outcome 3 could be. In this case
we used the “Strategy Method” to maximise the number of observations. Specifically, in
each round the 19 recipients were presented with the three possible outcomes on their
screens and were asked to enter the amount of deduction points they wanted to use on
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each of the five DMs for each of the three outcomes. For each of the outcomes, they had
30 deduction points to divide across DMs. This resulted in 19 × 3 × 5 = 280 punishment
decisions per round.

3.2

Results

We only present a brief summary of the results of this experiment; primarily focusing
on the plausibility of the conjecture that recipients expect proposers to exploit their leverage from controlling the proposal in the last round of the game. The results summarised
in Figure 5 suggest that this is not the reasoning that motivates recipients’ punishment of
the proposing DM (PDM). The most informative comparisons in this regard are between
punishment targeted at a proposer in the Loss condition versus the Safe condition. As
is clear in every case, the punishments are essentially the same across the Safe and Loss
conditions, regardless of the other parameters of the game.
Thus, these results support our earlier conjecture that individuals employ a proposal
power heuristic when attributing responsibility for collective outcomes, rather than working through the strategic logic of the particular decision making situation they face. Of
course, it could be (and is likely in our opinion) that one of the reasons the proposer
heuristic is used here is that in many similar situations it “works” because in those situations proposal power really is valuable. But it would seem, certainly based on the
experiment we just described, that individuals employ this proposal power heuristic irrespective of whether or not proposers are especially advantaged in the current situation
they face.
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Average number of deduction points

Figure 5: Average deduction points assigned to proposing and non-proposing DM by
treatments
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Experiment 3: From Punishment to Decision-Making
Influence
Our interpretation of the results given above is that recipients use a proposer heuristic

because they think the proposer has the greatest influence on the decision. of an expression of anger than a rational assessment of responsibility. Emotional psychological models
of voting behaviour certainly suggest that the expression of anger in vote choice decisions
are associated with an ability to focus blame on a specific target (Brader, Groenendyk
and Valentino, 2010; Ekman, 2003; Huddy, Feldman and Cassese, 2007). Perhaps the
subjects who are angrier about unfair allocations seek a focus for that anger rather than
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trying to assess who actually influenced the policy outcome.16
Our third experiment aims to determine whether the proposer-centric punishment
identified in the previous experiments results because individuals think that the proposing
DM has more influence over the collective decision. The experiment is designed to recover
expectations regarding decision making influence. It does not invoke punishment or
reward on the part of subjects. This is an online survey experiment based on a sample
of 1004 UK respondents.17

4.1

Procedure and design

Respondents were asked to guess the outcome of a collective decision that had been
decided by the weighted vote of five DMs prior to the survey. Depending on how closely
their guess matched the collective decision, they could earn from 0 to 30 SSI points (more
accurate guesses paid more).
The outcome of the collective decision was described to the respondents with a picture
that illustrated the information (these screen shots are included in Section 3.1 in the online
appendix). Respondents were told that five DMs had been given a total of £30 and the
DMs were asked to decide, based on a majority weighted voting rule, how much should
be given to two different charities – an animal shelter and a soup kitchen. The decision
making situations differed in three ways. First, in the picture respondents were shown a
one-dimensional space that located each DM’s preferred donation amounts for the animal
shelter (the balance going to the soup kitchen): £4, £10, £16, £21, £28. Second, the
16

One can speculate that these two different “mental models” – proposers actually affect policy outcomes versus proposers represent an emotional focal point for blame – can have quite different implications for voter behaviour. In the former case, it will be difficult for proposers to escape responsibility for
policy outcomes and this will likely affect their policy proposals. The emotional explanation likely allows
for more room to manoeuvre on the part of decision makers in the sense that a proposer can attempt to
place public attention on other focal points.
17
The Internet panel sample was provided by Survey Sampling International (SSI). Their panelists are
compensated with SSI points which are exchanged for money. A complete description of the survey and
sample characteristics is available from the authors.
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voting weight associated with each of the five DMs was also included in the picture.
Three different voting weight distributions were used: [.02, .06, .10, .29, .53]; [.11, .13,
.17, .21, .38]; and [.17, .19, .20 .21, .23]. The voting weights in each distribution added to
1 and they determined how much each DM’s vote counted when the donation proposal
was voted on. Finally, the picture also indicated which DM was chosen to propose the
allocation of the £30.
Each respondent was asked to guess the outcome for three collective decisions taken
under the three different distributions of voting weights assigned to the five DMs. Within
each distribution, the particular allocation of weights over the five DMs (i.e., over the five
ideal points) that a respondent saw were randomised (there were 120 possible assignments
of weights to positions). In addition, the identity of the proposer that each respondent
saw (for each decision) was randomised (so there are 25 possible assignments of a weight
and position combination to a proposer in each decision situation). Given the 1,004
respondents, this results in about 40 respondents per proposer/position combination.18
For each respondent, for each of the three questions, we calculated the spatial distance
between the respondent’s guess about the collective decision and the ideal points of each
of the five DMs (below, we refer to this variable as distance). This gives us five data
points for each respondent for each of the three questions. Taken together, these data
points contain information about the respondent’s beliefs about the relative influence of
different DMs (with different seat weights, positions, and agenda powers) had on the
collective decision.19
18

While there are technically 120 × 5 cells in our design matrix for each decision (i.e., assignments
of weights to positions × assignment of proposer) and so a small number of respondents in each cell,
this is not consequential for our study since we are only concerned with two aspects of vote weights: (1)
whether there is parametric relationship between weights and how close respondents think the policy
will be to a given DM, and (2) whether there is a “largest DM” effect. Since we can examine the first
of these by fitting parametric models across cells of this design matrix, the information from a relatively
small number of respondents in each cell is easily aggregated to bear on the main questions of interest
here.
19
We do not assume that a respondent who believes the policy outcome will be near the ideal point
of a given DM necessarily thinks that the party is influential. It could be, for example, that the respondent believes the policy will end up being in the middle of the policy space, because two relatively
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The goal of the empirical analysis reported below is to explore which characteristics (or
combinations of characteristics) of DMs condition respondent’s beliefs about the outcomes
of collective decisions. Building on the results from the lab experiments reported above,
we focus on two kinds of characteristics: agenda setting powers – both positive (proposal)
and negative (veto) – and the distribution of voting weights (including which DM has
the largest weight as well as other more extensive uses of size cues, e.g., proportional
influence). The results reported in the following are based on the estimation of three
separate regressions (one for each question) of our distance variable on measures of the
agenda powers, vote weights, and policy preferences of DMs (see Section 3.3 in the online
appendix for details).

4.2

Results

Figure 6 summarises the multivariate results for the survey experiment. The graph
presents the distance between respondents’ predicted policy outcome and the policy position of the DM with the indicated characteristics. There are three graphs corresponding
to each of the three distribution treatments. Each graph presents the distances between
the predicted policy outcomes and the DM policy positions for DMs that were proposers
(with darker confidence bars) and for those who were non-proposers (with lighter confidence bars). A line has been fitted between these two sets of distances excluding the DM
with the most weight.
First note that none of the slopes of the lines graphed are statistically significant from
zero. They are not even close. So working from the top line in the first graph (proposers
for Distribution 1) to the bottom line in the third graph (non-proposers Distribution 3)
influential DMs with opposing and extreme preferences compromise on the policy, leaving it close to a
more centrally located but non-influential DM. In the empirical analysis we attempt to isolate this sort
of incidental influence from beliefs about real influence by focusing on how the addition or removal of
DM characteristics (like agenda powers) change respondent beliefs while holding constant the ideological
positions of the parties.
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the p-values for each line are: .37, .29, .30, .38, .56, and .87. We have no evidence that the
distance between the expected policy and the DM’s position becomes smaller as voting
weight becomes larger.
Note moreover that the distance between the respondent’s predicted policy outcome
and the policy position of the proposing DM is always smaller than it is for the nonproposing DMs. And in most cases the confidence intervals on the predictions do not
overlap. Hence it is not surprising that in the three graphs in Figure 6, the fitted line for
the proposer is consistently lower than it is for the non-proposer. Our principal finding
from the lab experiment is confirmed: responsibility attribution is strongly associated
with agenda power.
Being the largest DM also sometimes matters, and even more if one is also the proposer. Figure 6 shows the interactions that result from the non-linear model. The fittedline indicates how much closer the expected policy is to the largest DM than it would be
if one projected only a size effect assuming proportional influence. In two cases the point
estimate for the largest DM is below the line. Hence the largest vote weight heuristic,
for which we do have evidence, is quite distinct from a voting weight heuristic, for which
there is limited evidence. However, in the most equal case (Distribution 3), the point
estimate for the largest DM is not different from the point estimates for the other DMs.
In this distribution case there is no largest DM effect.
Finally, being the veto player does not appear to matter. The point estimates for the
majority DM (for both proposing and non-proposing DMs) are not really different from
those for the large but non-majority DM (who has .38 vote weight). Thus, there is no
real majority or negative veto effect apparent when one accounts for being the largest.
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Figure 6: Predicted Distances between Respondent’s Guess and DM Position
Distribution = {.11 .13 .17 .21 .38}
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4.3

Discussion

The lab experiments were designed to recover responsibility attribution heuristics subjects employ to punish individual DMs who take a collective decision that affects them.
The online experiment, with a representative sample of the UK population, was designed
to test whether the attribution heuristics recovered in the lab experiment result from an
assessment of the relative importance of individual DMs for the collective decision. Accordingly, in this online experiment, subjects were asked to anticipate collective decision
outcomes under a number of different treatments that varied the characteristics of the
DMs. The results confirm the two negative results of the lab experiment that voting
weights and negative agenda power are of limited importance for responsibility attribution. The results also confirm the two positive lab experiment findings: respondents are
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inclined to attribute responsibility for collective decisions to the DM with agenda power
and in some cases to the DM with the largest percentage of votes.

5

Responsibility Attribution and the Coalition Directed Vote
Our conclusions regarding responsibility attribution for collective decision makers are

of political importance because voters in contexts with multiparty governing coalitions
face a challenge similar to those of the subjects in our experiments. In order to condition
their support for government parties on performance (or to vote strategically over future
policy) they need to attribute responsibility to the parties in the governing coalition (or
anticipate the administrative responsibility of parties that are likely to form the governing
coalition after the election) (Duch, May and Armstrong, 2010; Duch and Stevenson, 2008).
Our experiments capture many of the important elements of this attributional problem.
In our view there is a clear analogy between the recipients in our lab experiments
and citizens who can give varying levels of support or opposition to the parties. Whereas
our recipients had punishment points to distribute, citizens can support or oppose different political parties and can adjust those levels based on observed policy outcomes.
Importantly, we think of this level of support or opposition as an unobserved sentiment,
which individuals hold that might find expression in any number of different activities
and behaviors (e.g., voting, political contributions, time devoted to campaigns or party
activities, persuading friends and neighbors, or even simply making relevant statements
in everyday conversation).
Likewise, we think that there is a similarly straight-forward analogy between the
collective decision-makers in our experiments and parties making collective decisions in
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cabinets.20 Specifically, the strong party discipline typical of parliamentary governments
when combined with the often-noted powerlessness of the opposition in these settings
(at least when facing majority cabinets) means that policy making really occurs in the
cabinet. Thus, we can think of the DMs in our model as the parties in the cabinet (whose
collective decisions ultimately become law).21 Further, like in our experiments, cabinets
(at least formally) make decisions by weighted majority rule (where the weights are each
party’s share of cabinets seats).22
The next question we need to ask in applying the results of our experiments to the case
of coalition governance is how (if at all) the characteristics of DMs in our experiments (i.e.,
their vote weights and agenda powers) map to the characteristics of parties in coalitional
governments and what the implications of our results would be for plausible mappings.
If one equates the vote-weights of the DMs in our experiments to seat shares in
cabinets, then the implication of our experiments for voter attributions of responsibility among the members of the cabinet is clear: First, we should see voters attributing
responsibility to the largest party, regardless of whether it is the proposer. Further, having accounted of the largest share, the remaining relationship between parties’ shares of
20

An alternative analogy is to parties making collective decisions in legislatures. While one can certainly make this analogy, it is strained in some respects: specifically, the experiment has no notion of
the government and opposition dichotomy that is so central to the organization of legislatures (and we
would argue to the way voters think about them). To see why this matters, notice that if we think of
our DMs as the parties in a legislature, then we would conclude that voters will punish the largest party
for poor outcomes, regardless of whether it also has proposal powers. Thus, we would predict that when
the largest party in legislature is in the opposition, it would nonetheless be held responsible for policy
failures. This could be true, but seems inconsistent with much of the work on performance voting in
which the cabinet/opposition distinction is critical
21
Even recent revisions to the long-standing collective wisdom of the irrelevance of legislatures (compared to cabinets) does not challenge this view of the cabinet but only suggests cabinet parties sometimes
use legislative institutions as an arena to bargain with and monitor their cabinet partners. The irrelevance
of the opposition remains (e.g., Martin and Vanberg 2011).
22
clearly, the process of real cabinet decision-making is likely less clear cut than simple weightedmajority rule, with particular cabinets likely differing in the mix of formal rules and informal norms that
are operative. Our analogy, however, does not really depend on a close connection between this real
world process and the weighted-majority rules used in our game, but instead on our game and voters’
perceptions of this process. To our knowledge, however, no quantitative study of such perceptions have
ever been done. Thus, at this point, we simply assert the plausibility that voters think of cabinets as
majoritarian institutions.
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cabinet seats and attributions of responsibility should be weak. There is some existing
evidence that is consistent with that view, though perhaps giving more of a role to the
continuous impact of party size than we find. Stevenson (1996) attempts to distinguish
between the effects of party size and plurality status on economic voting and finds distinct
effects of plurality status. Further, Anderson (1995, 210) has shown that voters seem to
condition their vote on economic outcomes increasingly as a party has a greater share of
cabinet seats, though Duch and Stevenson (2008) point out that this result is much weaker
than their main finding that voters overwhelmingly punish the prime-ministerial party
(almost always the largest) for poor economic performance, with only a much weaker
tendency to punish cabinet partners.
Next, our respondents clearly used proposer status as a key heuristic for attributing
decision-making influence. So, we can ask, which cabinet party (if any) is analogous to
our proposer? The obvious candidate is the Prime Minister. In the worst case, the prime
minister is the “first among equals,” but in most coalition cabinets he or she is much
more than that. Prime Ministers often enjoy out-sized resources devoted exactly to the
task of husbanding the cabinet agenda, formal powers to control the cabinet meetings,
and the ability to hire and fire ministers (Blondel and Muller-Rommel 1993). Perhaps
more importantly for our concerns (since they are not about how cabinet really works,
but how voters perceive it to work), is the fact that the Prime Minister is the face of
the cabinet, inexorably linked to the publics’ perceptions of its policies and performance
(Duch and Stevenson (2008)).
If the prime minister is judged by voters to be the most important agenda setter
in the cabinet, our results suggest that voters in coalitional systems should attribute a
great deal of responsibility for outcomes to the PM. This is clearly consistent with the
vast majority of work on performance voting in parliamentary democracies. Indeed, the
disparity in the importance of economic performance to the vote of the prime minster
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relative to his or her cabinet partners is so great that Duch and Stevenson (2008) take
the change in the prime minister’s vote due to the economy as a measure of the general
level of economic voting in the election. Further, there is some evidence to suggest that
a high proportion of voters in Western Democracies actually know which party holds the
Prime Ministry.23
Of course, voters may recognize other parties as having proposal powers. Certainly,
different cabinet ministers develop and propose legislation relevant to their departments
and in some cabinets, ministers may have a substantial amount of autonomy (Laver and
Shepsle, 1996). If voters recognize this kind of agenda power, then our results would
suggest that they would hold different parties accountable for outcomes on different dimensions of policy. To our knowledge, however, there is little evidence to support this
idea. Indeed, there is little evidence that voters even know which parties hold which
ministries. Thus, it is perhaps a stretch to think they have any clear perceptions about
how much agenda setting power these ministers really have.24
Perhaps the clearest evidence about the relationship between party characteristics
and how voters attribute responsibility in coalitional systems comes from a new study
by Fortunato, Lin and Stevenson (2013) that (for the first time) asked voters both their
perceptions of relevant party characteristics (e.g., their seat shares and roles in the cabinet) and their perceptions of which parties had the most influence on policy making.
23

For example, Fortunato, Lin and Stevenson (2013) show thar 75 percent of respondents to their
survey of Dutch voters correctly identified the Prime Ministerial party (out of a choice of 10 parties),
while almost 60 percent identified the junior cabinet partner.
24
Veto-players in our model are DMs with a majority of seats, who are not in the cabinet. This feature
of our game has a less direct analogy in parliamentary cabinet in that single parties with a majority of
seats are never excluded from the cabinet. If we allow some slack in the analogy, however, the results
might well tell us something about the minority cabinets cabinets that face a majority opposition.
While the majority opposition will not be a single party, it is still the case that the cabinet, while it
still has strong proposal powers, cannot pass its legislation without the support of the opposition. To
the extent that our game captures some features of this situation, the prediction is clear: voters (using
the proposal and largest DM heuristics) should hold minority cabinets (and minority prime ministers)
accountable for policy making and take no account of their disadvantaged position. Duch and Stevenson
(2008) provide some evidence that speaks to this point: comparing majority-single party cabinets to
minority-single party cabinets, they show that the former parties can expect to lose 6.7 percent of their
vote for a significant deterioration in the economy, while the later loses almost as much (5.3 percent).

36
Since the paper is as yet unpublished, we include a summary of their results in section
3.4 of the online appendix. Table 7 in that section gives the results of a model of the
impact of perceived party size and plurality status on attributions of policy-making responsibility among respondents to their 2012 Dutch survey (surveys in France and the
UK gave similar results). Model one in Table 7 shows that while perceived party size
is an important predictor of voters’ attributions of responsibility to a party, there is a
distinct and large separate effect for being the largest. Likewise, when one adds measures of the perceived cabinet roles in cabinet to the model, the overwhelmingly largest
predictor of responsibility attributions is perceived prime ministerial status. Indeed, the
impact of perceived status as a junior partner actually has a negative impact on perceived
policy-making responsibility. Further, as we saw in our experimental results, the impact
of being perceived as the largest party is secondary to the perception that the party holds
the prime ministry – the effect of largest party status diminishes substantially when the
this other measure is included in the model.
Finally, we offer one other piece of evidence on the question of whether our experimental results can help us understand how voters attribute responsibility to parties in
coalitional cabinets. Specifically, in a separate paper (citation removed), which builds on
the experimental results reported here, we asked whether respondents from our survey
experiment who had recognized the importance of proposal power in the experimental portion of the survey were more likely to condition their reported support for the
prime-minster on their views of his performance (i.e., i.e., measured as their economic
perceptions).
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Our results were unequivocal – only those respondents who understood

the value of proposal power in the experiment exercised an economic vote (i.e., rewarded
25

Due to the vagaries of the publishing process this follow up study has already been published, but
it is an extension of the model reported in Table 6. Specifically, it allows the estimate for the impact
of proposal power to have a random coefficient over individual respondents (which is possible because
each respondent answered three experimental vignettes). These individual coefficients then measure
individual difference in the strength of the proposal power heuristic on the individual’s guesses about
the final location of policy.
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or punished the parties based on their evaluation of the economy). Further, those who
recognized the importance of proposal power focused their entire economic vote on the
Conservative Party; the Prime Ministerial party in the current Conservative-Lib-Dem
governing coalition (ignoring the junior partner). This finding suggests that the attribution behavior we identify in the lab maps very nicely onto actual voting behavior in the
general population and hence strengthens the external validity of our results.

6

Conclusions
This essay reports the results of three experiments that identify the precise heuristics

that individuals employ in allocating responsibility for collective decisions arrived at by
majority vote. We accomplish this with a novel collective dictator games in which recipients can punish individual decision makers forming the collective dictator. Recipients
respond to the collective offer in a fashion very similar to how recipients respond in conventional dictator games, in which the offer comes from a single person. As the collective
offer gets worse, punishment rises. Our information treatment results suggest that at
best there is a weak but substantially insignificant decrease in overall punishment when
the amount of information about the decision-making process decreases. For the most
part, these information treatments suggest that the responsibility attribution reflex is
one of first responding to the collective decision with an overall punishment (irrespective
of the process by which the decision was taken) and then deciding on how to distribute
this punishment amongst the individual DMs (which is sensitive to the decision making
process).
However, our experiments were primarily designed to shed light on how individuals
distribute responsibility amongst individual DMs in a collective decision making body.
We find that the voting weight heuristic is employed with limited frequency, and individuals do not seem to favour the heuristic that assigns responsibility to the DM with
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negative agenda power. On balance, these two heuristics play a minor role in the attribution of individual responsibility for collective decision making. On the other hand,
individuals clearly favour agenda power and the largest vote weight as heuristics for attributing responsibility for members of a collective decision making body. Quite different
responsibility attribution experiments produce this same result. Two differently designed
laboratory experiments and a third online survey experiment demonstrate that if individuals have the opportunity to hold individual DMs responsible for a group decision,
they primarily attribute responsibility to the proposer and the DM with the largest vote
weight.
The online experiment also demonstrates that individuals hold proposers responsible
because they believe they actually have a disproportionate impact on the outcome (rather
than simply constituting a focal point for an individual’s anger or enthusiasm). The
second laboratory experiment was also designed to determine whether strategic reasoning
on the part of recipients explained the decision to focus punishment on the proposing
DM. The results indicate this is clearly not the case; again reinforcing our claim that
individuals have internalised an agenda setting heuristics when deciding which DM to
punish for a collective decision governed by a majority voting rule.
In sum, the experimental results reported in this essay provide a unique understanding
of how individuals hold decision makers responsible for the decisions they make collectively. Examples of such collective decision making bodies include boards of directors of
firms, legislatures, families, and international organisations. We contend that multi-party
coalition government is one of these general collective decision making entities. Accordingly, our experimental results suggest that the party with agenda setting power in the
cabinet along with the party with the largest voting weight will bear much of the responsibility for coalition decisions. Veto players will not be held accountable and voters will
not apportion responsibility according to the voting weights of parties in the coalition.
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Game theoretic analysis
This section sketches a game theoretic analysis of our collective dictator game with

punishment that was used in experiment 1. The monetary payoffs to subjects in our
experiment are as follows: If there are n players (n equals 23 or 25 in our sessions), the
5 DMs have an initial endowment of n pounds. They choose an allocation,a, which is
split equally among the DMs, with the remaining n - a pounds split among the n - 5
recipients. Thus, each recipient’s monetary payoff is
any deductions.

n−a
.
n−5

Each DM’s payoff is

a
5

minus

The deduction for any DM, j, is one tenth of the average number of

punishment points that recipients allocate to j.

Let pij be the number of punishment
Pn−5
pij be the total punishment
points that recipieint i gives to DM j. Then let pj = i=1

accruing to DM j from all recipients. Since each recipient can allocate between 0 and
30 punishment points, pj is always between 0 and 30n (e.g., 600 points for 25 players).
pj  1 
The total monetary payoff to j is thus: a5 − n−5
10
We begin with two simplifications that will facilitate the analysis of the game. First,
notice that the first part of the game (the choice of an allocation by the five DMs) is a
majority rule, finite period bargaining game, in which the reversion outcome is zero for all
DMs. Further, the proposer retains proposal rights in all bargaining rounds and there is
no discounting of payoffs for agreements reached in later rounds. Its well-understood that
in this situation the proposer is essentially a policy dictator. In the last round she can
propose any positive allocation and it will be strictly preferred to the reversion outcome
and so will be accepted. Working this logic back up the game tree, the proposer can
get whatever she wants. Thus, in analyzing the equilibria of the game, it is enough to
focus on the proposer’s decision about what to propose (since she can always achieve this
allocation).1
1

There is a minor coordination problem in this bargaining game, in that not all votes are needed to
pass a policy. However, if we assume that DMs indifferent to the proposed allocation vote for it, that
problem is solved (since now when their vote does not impact the outcome, they vote “yes”).

3
Second, we assume the recipients can coordinate their strategies. Given this, and the
fact that all recipients always get exactly the same payoff for a given allocation, we can
examine the game as if their were one recipient with 30*(n-5) punishment points, instead
of n-5 recipients with 30 punishment points each. Thus in what follows, we examine a
simplified version of the game with a single recipient and five DM’s; but, recognize that
the proposer is a policy dictator (we do not simply examine a game between a single
proposer and a single recipient because we do not want to foreclose the question of how
the recipient distributes his punishment, which is, after all, the central concern of this
paper).
Notice that in the full extensive form of the game there are many sub-games that
lead to the same allocation (depending on the exact combination of votes and number
of bargaining rounds that lead to that allocation). However, since the recipient does not
observe the bargaining process but only the allocation, he or she would not know which
of these sub-games he was playing. Thus, all sub-games that lead to the same allocation
are in the same information set and so demand the same choice of punishment strategy
by the recipient. Add this to the fact that with rational-selfish DMs, the proposer is a
policy dictator and it is sufficient to represent the first part of the game as simply the
choice of an allocation by the proposer.
This game is a complete-information sequential game and can thus be solved for its
sub-game perfect equilibria by backward induction. Starting with the decision of the
last mover (the recipient), the recipient chooses a strategy (an amount of punishment) at
every sub-game (i.e., for every possible allocation) and we note that the recipient’s payoff
function does not depend on her chosen strategy, since these punishments are costless.
Consequently, given an allocation, the recipient is indifferent between any punishment
strategy (including both how much to punish and how to distribute it). To put it another way, every possible punishment strategy by the recipient is a best response to any

4
allocation.
Thus, the interesting question for this version of the game is not how recipients best
respond, but how DMs best respond.

First, it is easy to show that the proposer can

always guarantee herself at a payoff of at least

n−15
.
5

Specifically, since the maximal

punishment in the game is 30(n - 5), this is the most that the recipient can reduce the
proposer’s payoff. But if the proposer proposes a = n and is punished maximally, she



30(n−5)
1
n
= n5 − 3 = n−15
. So, for example, if n = 25, then the
still gets 5 −
n−5
10
5
proposer can get at least 2, even if punished maximally.

Therefore, it will never be a

best response for the proposer to choose an allocation that leads to a payoff of less than
n−15
.
5
n−15
5

Further, given the parameters of our game, the proposer will always get less than
if she proposes an allocation of less than a = n - 15. In that case, even if she is not

punished at all (so the best payoff she can get) her payoff will only be a5 , but

a
5

<

n−15
5

for

any a < n -15. For example, in our game with 25 players this holds when a < 10 and
in our game with 23 players this holds when a < 8. Thus, the rational-selfish proposer
will never propose less than these amounts in these respective games.
With these restrictions on the proposer’s best responses, it is easy to show that every
other possible allocation (i.e., a > n -15) is a best response to some (and actually many
different) punishment strategies by the recipient (each of which is itself a best response to
any allocation). The simplest such strategies are of the form: “do not punish the proposer
if a = k but punish her maximally otherwise.” Call these strategies “k -strategies”. For
all k -strategies in which k > n -15, the proposer is always better off proposing k than
proposing anything else. To see this, simply note that the proposer gets
k, but always gets strictly less than this if she proposes a < k (i.e.,
punished on top of that).
maximal punishment (i.e.,

a
5

k
5

<

if she proposes
k
5

Further, if she proposes any a > k, she gets
a
5

− 3). But this is strictly less than

k
5

and she gets
a
5

minus the

for any allocation a <

k + 15. Since the highest allocation in our game is n, there will be no better strategy

5
than choosing a = k as long as k + 15 > n. This will be true for any k > n -15.2
Note that while the strategies examined above specified that the recipient only punished the proposer, other strategies that punish other DMs would also be best responses
(to any allocation). In this case, any punishment allocated to non-proposing DMs, or
not allocated at all, simply changes the specific thresholds at which the proposer’s best
response function directs her to choose specific allocations between n - 15 and n. Thus,
the analysis of the sub-game perfect equilibrium of this model for rational-selfish players
does not give us any real prediction about the distribution of punishments. All we can
say is that in equilibrium there are some strategies by proposers that we should not see
(i.e., allocations less than 10).
That said, if we could think about common sense criteria for equilibrium selection in
this game. Specifically, note that, given coordination by recipients and the costlessness of
punishment, there exists strategies for which the proposer’s best response is to allocate
a = 10 in games in which n = 25 and a = 8 in games in which n = 23. Examples of
such strategies are, as discussed above, k -strategies with k = 10 and k = 8 respectively.3
Thus, a plausible prediction is that the recipient would select this equilibrium, which
gives him the biggest payoff, given the chance to do so.4
2

The proposer is indifferent between a = n - 15 and a = n if the recipient’s strategy sets k = n 15. Likewise, for k-strategies in which k is less than 10, the proposer’s best response is to choose a =
25, as explained above.
3
technically, the proposer is indifferent between these strategies, respectively, and one in which a =
n. However, for convenience of exposition, just assume the proposer breaks such ties by choosing the
more generous allocation.
4
Of course the question arises as to how the recipient would achieve this equilibrium, given that in
our game he has no chance to communicate the appropriate threat (i.e., “I will punish you maximally
if you do not choose a = 10”) but rather the proposer would have to anticipate the recipients strategy
choice.

6

Equilibrium Strategies for Rational DMs with “other-regarding”
Preferences
Several different models of “other-regarding” preferences have been proposed in the
literature. Each assume utility maximizing players, but modify the utility function to
include preferences for how the individual’s payoff relate to others.

Here we examine

Fehr and Schmidt’s (1999) model of rational players whose utility functions include inequity aversion. Specifically, these terms are intended to capture disutility associated
with “envy” (another player got a higher payoff than I did) and “guilt” (another player
got a smaller payoff than I did).

If the monetary payoff to all n players is x =

{x1, ...xi ...xn }, then each one has the following utility function:

Ui (x) = xi −

α
n−1

P

k6=i

max (xk − xi , 0) −

β
n−1

P

k6=i

max (xi − xk , 0) ,

where 0 ≤ β ≤ 1and β < α

Thus, α is the importance of dis-utility from envy and β is the importance dis-utility
from guilt, relative to the utility from more monetary payoffs (where we have assumed
these parameters are the same for all players, though nothing of substance below depends
on that) and we assume the marginal dis-utility from envy is greater than that from guilt
and both are less than or equal to the marginal utility of money (i.e., the coefficient on xi
is 1). One important feature of this representation is that players get additive dis-utility
from the difference in their monetary payoffs with each other player (hence the sums in
those terms in the utility function) but these are averaged (hence the division of these
sums by n - 1).
To apply this utility function in our game, we need to replace each xi ’s with the
appropriate monetary payoff resulting from a given allocation and a given level of punishment. Further, it will be easier to follow out logic and understand the assumptions we
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make if we include separate terms for the dis-utility from guilt and envy for DM to DM
comparisons, DM to recipient comparisons, and recipient to recipient comparisons (which
we can do since these are all additive). Finally, we will continue our earlier convention
of indexing recipients by i and DMs by j, so that the monetary payoffs to all n players
can now be written as x = {xi=1, ...xi , ...xn−5 , xj=1 , ...x5 } for n − 5 recipients and 5 DMs.
Thus, the utility function for DM j can be written as:

β
4

P
Pn−5
α
Uj (x) = xj − α4 j6=j 0 max (xj 0 − xj , 0) − n−5
i=1 max (xi − xj , 0) −
P
P
n−5
β
j6=j 0 max (xj − xj 0 , 0) − n−5
i=1 max (xj − xi , 0) , where 0 ≤ β ≤ 1and β < α

The first term is just DM j ’s final monetary payoff (after any punishment), the second
is her dis-utility associated with envy of the other four DMs, the third is her dis-utility associated with envy of the n - 5 recipients, the fourth is her dis-utility associated with guilt
about other DM’s, and the fifth is her dis-utility associated with guilt about recipients.
Since in our game the payoffs off all recipients are always equal, we can simplify this
function by noting that the sums in the terms comparing DM j ’s payoff to the recipient’s
payoff reduce to a multiplier.

β
4

P
Uj (x) = xj − α4 j6=j 0 max (xj 0 − xj , 0) − α(n−5)
max (xi − xj , 0) −
n−5
P
β(n−5)
j6=j 0 max (xj − xj 0 , 0) − n−5 max (xj − xi , 0)

= xj −

α
4

P

j6=j 0

max (xj 0 − xj , 0) − α max (xi − xj , 0) −

β
4

P

j6=j 0

max (xj − xj 0 , 0) −

β max (xj − xi , 0)

Finally, in order to keep the analysis below tractable, we will ignore the DM’s disutility from payoff comparisons with other DMs. While these are interesting, they add
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considerable complexity to the analysis of the game and do not concern our main focus,
which is the interactions between DMs and recipients. Making this change, the utility
for DM j that we will use is:

(1) Uj (x) = xj − α max (xi − xj , 0) − β max (xj − xi , 0)

Likewise, the utility function for recipient i is:

P
P5
α
α
Ui (x) = xi − n−6
i6=i0 max (xi0 − xi , 0) − 5
j=1 max (xj − xi , 0) −
P
P
5
β
β
j=1 max (xi − xj , 0) , where 0 ≤ β ≤ 1and β < α
i6=i0 max (xi − xi0 , 0) − 5
n−6

We can similarly simplify the recipient’s utility functions by noting that there is no
condition in which two different recipients receive different monetary payoffs (since they
always get an equal split of what is allocated to them and have no adjustments to this
amount). Thus, those terms will aways be zero in the utilities above and we can rewrite:5

(2) Ui (x) = xi −

α
5

P5

j=1

max (xj − xi , 0) −

β
5

P5

j=1

max (xi − xj , 0) ,

where 0 ≤ β ≤ 1 and β < α

Further, given that any recipient to recipient comparisons fall out of the utility function, we are again in a position to assume coordination among recipients and simplify
the model by considering only one recipient (who has 30*(n-5) punishment points to
distribute).
We can now consider the recipient’s best responses to different allocations. Unlike
the game with rational-selfish players, in this game, the introduction of other-regarding
5

The utilities of the DMs can not be simplified like this because, though they get an equal share of
what they allocate to themselves, these payoffs may be differentially adjusted by punishments, creating
inequities among the DMs.
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preferences means the recipient will not be indifferent over all punishment strategies and
so all strategies will not be best responses to all allocations.

We begin by filling in the x’s in equation (2) with the monetary payoff functions used
in our games (and describe earlier). For a recipient this is:
xi =

n−a
n−5

Further, each DM’s monetary payoff is xj =



a
5

−

pj
10(n−5)



, where pj is the punish-

ment that the recipient gives to DM j. Thus, we can write:

β
5



P5 n
pj
a
α
Ui (a) = n−a
max
−
−
−
j=1
n−5
5
5
10(n−5)
n



o
P5
pj
n−a
a
j=1 max n−5 − 5 − 10(n−5) , 0

o

n−a
,0
n−5

−

Given this application of Fehr and Schmidt’ s utility function to our game, we first
point out that the recipient has no incentive to punish if the allocation gives each player
an equal share (i.e., each player gets 1, which occurs, for any n, when a = 5). In that
case, punishment will only increase dis-utility due to guilt. Likewise, since the recipient
has no way to increase the payoff of DMs in our game, he has the same best response
(i.e., punish zero) to allocations in which a < 5. For all other allocations, however, the
recipient has an incentive to try to decrease his dis-utility due to envy by decreasing the
distance between xi and the xj ’s.

Indeed, to the extent that it is possible to punish so

that xi = xj for all DM’s, the recipient clearly maximizes his utility (given the allocation)
by choosing that punishment strategy. So when will this be possible?
To answer this question, first note that xi = xj iff:
n−a
n−5

=

a
5

−

pj
10(n−5)

or
pj = 2n(a − 5)

10

Thus, if we have 25 players and the five DMs allocated 6 points to themselves, the
recipient could allocate 2 ∗ 25(6 − 5) = 50 punishment points to each DM (for a total
of 250 of the 600 total punishment points available) to wipe out any dis-utility due to
envy. Indeed, this is exactly the recipient’s best response to an allocation of a = 6, since
any other distribution of punishments would either not punish enough (leaving dis-utility
due to envy in his utility function) or punish one or more DMs too much (introducing
dis-utility due to guilt into the utility function).
Now consider a different case. Again, we have 25 players, but this time the five DMs
allocate 18 pounds to themselves. Applying the general rule above, the recipient can
only wipe out the total disability associated with envy by allocating 2 ∗ 25(18 − 5) = 650
to each DM. Further, the total punishment required to eliminate any disability due to
envy is 650*5=3250.

Since there are only 600 total punishment points available, this

is clearly not possible. This leads to a less sharp prediction in this example, compared
to the last. While the recipient clearly wants to use all 600 of his punishment points to
decrease his disability due to envy, he is indifferent between the many possible ways to
do this. Indeed, given that it takes 650 punishment points to wipe out dis-utility due to
envy for even one of the five DMs, he is indifferent among all possible allocations of his
600 punishment points over DMs (since there is no chance of creating any dis-utility due
to guilt by over-punishing a particular DM).
In fact, one can readily show that for any allocation a > q =

5(60+n)
n

there are not

enough punishment points for the recipient to over-punish any one DM and so create
dis-utility from guilt (this is q = 17 for n = 25).

Consequently in these cases, the

recipient (like in the second example above) will want to use all his punishment points,
but is indifferent about how to distribute them over DMs.
Likewise, for any allocation a > w =

5(12+n)
n

and a < q, there are enough punishment
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points for the recipient to over punish, but not enough to eliminate all dis-utility due to
guilt (w = 7.4 for n = 25). Thus, in the region between w and q, the recipient’s best
response will be to use all his punishment points, but he will not be indifferent between
all distributions of those points. Instead, while his best response set will only include
distributions that use all his available punishment points, it will exclude those that overpunish one or more DMs. One strategy that will always be in this set of best responses
is the strategy of using all punishment points but punishing each DM equally. Indeed,
when a = w, this strategy is the unique best response. More generally, we can think of
the set of punishment strategies that are best responses to allocations between w and q
as including increasingly unequal distributions over DMs as allocations move from w to
q.6 Thus, a plausible prediction from this model may be that recipients will choose more
equal distributions of punishment as allocations get more generous.7
Finally, for allocations less than w but greater than 5 (the equitable allocation for
which the recipient will not punish), the recipient’s best response is to use less than all
the available punishment points, with the optimal number depending on the allocation.
Unlike in the previous case where the lack of enough points to punish to parity created
space for unequal distributions of punishments among DMs (while providing the same
overall level of utility), in this case all the dis-utility due to envy can be wiped out
with the right amount of punishment to each DM. Further, since DMs get the same prepunishment payoff, the necessary amount of punishment to reach parity will be the same
for each DM. Thus, the unequivocal prediction in this range of allocations is an equal
distribution of punishments over DMs, with the overall level of punishment determined by
6

We do not formally define this notion of the set including more or less equal possible distributions,
but one could imagine doing so with a measure an appropriate aggregation of a measure of entropy for
each distribution
7
Although we have simplified the model by assuming perfect coordination and so focusing on a single
recipient, another productive way to think about this prediction relaxes this assumption. In this case,
as allocations move from q to w the multiple recipients face an increasingly challenging coordination
problem in avoiding over punishment - and correspondingly more pressure to coordinate on the one
strategy that guarantees this kind of coordination failure can be avoided: the equal distribution.
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the specific allocation. For example, with n = 25, the two allocations in this range are a
= 6 and a = 7. We have already seen the first case above, where the unique best response
was to allocate 50 punishment points to each DM. For a = 7, a similar calculation yields
a unique best response in which the recipient distributes 100 punishment points to each
of the five DMs.
To sum, the recipient’s best response to any allocation is to not punish allocations less
than or equal to 5 (the equitable allocation), to punish all DMs equally with increasing
severity for allocations between 5 and w (e.g., for n = 25, pj = 50 and 100 for a = 6 and
7, respectively), to use all the allocated punishment points for allocations between w and
q, but with an increasingly large and diverse (i.e., including less equal) set of distributions
of these punishments over DM included in the set of best responses as allocations get less
generous, and finally to use all available punishment points for allocations greater than
q, but with all possible distributions over DMs in the best response set.8
Now that we understand the predictions of Fehr and Schmidt’s model of other regarding preferences for what we might expect of the recipient’s best response, we can
ask what the best response of DMs would be to these strategies. As before, we limit out
analysis to the response of the proposer, since she is a dictator in the allocation choice
game.
From the perspective of the proposer, the only relevant aspect of the recipient’s punishment strategy is how much she will be punished for a given allocation. From the
previous section we know that the recipient has a unique best response for allocations
between 0 and 7 inclusive. Further, these strategies punish the proposer zero for a <
6, or just enough to achieve parity between the monetary payoffs of the proposer and
the recipient for a = 6 or 7. For a > 7, however, the recipient’s best response is now
8

These conclusions do not depend on the specific values of α and β one chooses (in there theoretical
ranges) since these only scale the various pieces of the utility (and the pieces of the derivative of the
utility function with respect to total punishment) and do not change the signs of these pieces. Thus,
the qualitative conclusion are not dependent on these values.
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a correspondence that includes various distributions of punishments. That is, for a > 7
there is not a unique best response by the recipient to a given allocation. This makes
it difficult to make progress in characterizing the equilibrium in general for these cases.
That said, there are some interesting cases that give us a sense of how the proposer might
react to various plausible strategies that are in the recipient’s best response set.
One interesting selection out of the set of strategy profiles that are best responses
for the recipient is one in which he chooses the unique best responses describe above for
a > 7, but concentrates maximal punishment (without over punishing) on the proposer
otherwise. Thus, for a > 17 he assigns all the punishment points to the proposer, while
for 7 < a < 18, he assigns 2n(a − 5) punishment points of the proposer (that is, the most
that he can without over punishing) while assigning the remainder to other DM’s - again,
without over punishing (so this actually describes a set of best responses, but from the
point of view of the proposer the payoffs from these are all the same).
Figure 2 graphs the proposer’s utility for making different allocations, given this
(these) recipient strategy profile(s), for two different values of the α and β parameters
indicated in the legend. For β low enough (specifically, if β < .5 - so if the marginal disutility from guilt is less than half as large as the utility from more money), the recipient’s
best response to this strategy profile is to take everything.

Only at β = .5, does the

dis-utility from guilt become substantial enough to induce the proposer to be indifferent
between the equitable outcome most selfish one. At β > .5, the proposer strictly prefers
the equitable outcome.9
Another interesting selection out of the set of strategy profiles that are best responses
for the recipient is the one in which the recipient chooses the equal distribution of punishments over DMs (and uses all of his punishment points) for a > 7 and chooses the unique
best responses describe above for a 6 7.
9

As discussed above, he might do this in an

in this case, the outcomes (for different β’s) are always either the equitable outcome or the completely
selfish one.
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effort not to over punish any one DM. This strategy profile is in the set of best response
functions for the recipient. What is the proposer’s utility for different allocations, given
this best response profile?
Figure 3 graphs the proposer’ s utility for making different allocations, given this
recipient strategy profile.

Again, the maximum depends on the value of β, but in this

case, because the proposer is not being punished maximally for a > 7), the decline in
utility after that point is shallower than in the previous graph. As such, it takes a larger
value of β before selfish allocations engender so much guilt that the equitable solution is
preferable (specifically indifference occurs at β = .7725).10

10
here again outcomes are (for different β’s) are always either the equitable outcome or the completely
selfish one.

Figure 2: Proposer’s Utility for Different Allocations, Proposer Centered Punishment
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Figure 3: Proposer’s Utility for Different Allocations, Equal Punishment to All DMs
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2

Experiment 1: Responsibility Attribution

2.1

Procedure and Design

We conducted one pilot session with 25 subjects and four experimental sessions with
25 subjects in sessions 1 and 4 and 23 subjects in sessions 2 and 3. Subjects were 29
years old on average (standard deviation = 14.1) and 45% were female. All subjects
received £4 for showing up and earned £14.1 on average in the experiment. Upon arrival
in the lab, subjects were given instructions on paper and the experimenter read the
instructions aloud. Subjects then took a quiz comprised of eight control questions about
the instructions. Correct answers appeared on the screen; questions with at least one
wrong answer were read aloud by the experimenter and the correct answer was explained
to all subjects. Next, the experiment was conducted. At the end of the experiment,
subjects learned how much they had earned and were asked to fill in a questionnaire.
Figures 3 through 6 reproduce the experimental instructions that subjects received in
sessions 2, 3 and 4. The instructions for session 1 differed in several aspects (see below).
All instructions contained screen shots of the proposing DM’s money allocation screen
(Figure 5), the DMs’ voting screen, and the recipients’ deduction screen (Figure 6). The
reminder of this section describes the experimental design in more detail. Note that
the information provided here is mostly complementary to what is provided in the main
paper.
The pilot session differed from the experimental sessions in the following respects
(Table 1). First, the four voting weight distributions differed. Second, it lasted for 24
rather than 20 rounds. Third, in each round, the DM with the largest vote weight was
also the proposing DM. Fourth, we varied whether or not recipients knew what the vote
weight distribution was in a round (this implies that they knew or did not know who the
proposing DM was, respectively). Fifth, recipients were given 50 rather than 30 deduction
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points. Finally, for each deduction point a recipient did not use, he or she earned £0.01.
In other words, punishment was costly in the pilot session. Since the session lasted longer
than the 90 minutes we had scheduled and subjects were rather reluctant to spend their
deduction points on punishing DMs, we reduced the number of rounds to 20, reduced the
number of deduction points to 30 and made deductions costless in the following sessions.
We also changed the voting weight distributions to achieve a more gradual variation.
The first session differed from sessions 2, 3 and 4 in that in session 1, we varied
whether or not recipients knew what the vote weight distribution was (again, this implies
that they knew or did not know who the proposing DM was, respectively). The results
from the first session clearly indicated that recipients, if they did not know the vote
weight distribution in a round, displayed two patterns of behavior: They either refrained
from punishing DMs or punished each DM equally. Given this clear result, we decided to
inform recipients about the vote weight distribution in each round in sessions 2, 3 and 4.
Moreover, in session 1, the proposing DM was always the plurality DM. To disentangle
the plurality-DM effect from the proposing-DM effect, we also varied the vote weight of
the proposing DM in sessions 2, 3 and 4. Finally, we also varied whether or not recipients
knew which one of the DMs the proposing DM was.
The results reported in sections 2.2.1 and 2.2.4 of the main paper are based on all
data from sessions 1 through 4. The results reported in sections 2.2.2 and 2.2.3 of the
main paper are based on the data from sessions 2, 3 and 4 where recipients knew which
one of the DMs the proposing DM was (see Table 1).
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Table 1: Experimental Design
Pilot session: 25 subjects, 24 rounds, largest DM is proposer, costly deduction
Recipients know weights
Recipients know proposer
Vote weights
yes
no
yes
no
51,
49,
35,
22,

20,
20,
33,
21,

15,
15,
32,
20,

10, 4
10, 6
0, 0
19, 18

4,
4,
4,
4,

80
80
80
80

2,
2,
2,
2,

40
40
40
40

4,
4,
4,
4,

80
80
80
80

2,
2,
2,
2,

40
40
40
40

Session 1: 25 subjects, 20 rounds, largest DM is proposer, costless deduction
Recipients know weights
Recipients know proposer
Vote weights
yes
no
yes
no
53,
48,
38,
23,

29,
19,
21,
21,

10,
14,
17,
20,

6, 2
11, 8
13, 11
19, 17

3,
3,
3,
3,

60
60
60
60

2,
2,
2,
2,

40
40
40
40

3,
3,
3,
3,

60
60
60
60

2,
2,
2,
2,

40
40
40
40

Sessions 2 - 4: 71 subjects, 3×20 rounds, random DM is proposer, costless deduction
Recipients know weights
Recipients know proposer
Vote weights
yes
no
yes
no
53,
48,
38,
23,

29,
19,
21,
21,

10,
14,
17,
20,

6, 2
11, 8
13, 11
19, 17

5,
5,
5,
5,

280
280
280
280

0,
0,
0,
0,

0
0
0
0

3,
3,
3,
3,

168
168
168
168

2,
2,
2,
2,

112
112
112
112

The table lists the number of rounds and the number of recipients’ deduction decisions per treatment (one
deduction decision corresponds to an allocation of deduction points by one recipient to the five DMs). The
experimental design is a 4(vote weight distribution)×2(information condition) factorial within-subject
design.
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Figure 3: Instructions: Page 1

Page |1
Dear participants,
Welcome and thank you for participating in this experiment. Before we describe the
experiment, we wish to inform you of a number of rules and practical details.
Important rules





The experiment will last for about 90 minutes.
Your participation is considered voluntary and you are free to leave the room at
any point if you wish to do so. In that case, we will only pay you the show-up fee
of £4.
Silence: Please do remain quiet from now on until the end of the experiment.
Those who do not respect the silence requirement will be asked to leave the
experimental room. You will have the opportunity to ask questions in a few
minutes.

What will happen at the end of the experiment?
Once the experiment is finished, please remain seated. We will need around 10 minutes to
prepare your payment. You will be called up successively by the number on your table; you
will then receive an envelope with your earnings and you will be asked to sign a receipt.

Description of the experiment
This experiment consists of 20 rounds.
Up to 25 subjects are participating in this experiment. Your earnings from the experiment
depend on both the decisions you will make and the decisions other subjects will make. You
will receive your payment after the completion of the 20 rounds of the experiment.
In each round of this experiment you, along with the other participants, will be randomly
assigned to be either one of 5 “decision-maker” or a “recipient”. Decision-makers will be
asked to decide how to allocate a fixed sum of money to each recipient.
After the decision-makers decide on the allocation, the recipients will review the allocation
decisions. Recipients can decrease the decision makers’ pay-off by assigning deduction
points to each decision maker or leave their pay-offs unchanged.
The next section describes the decision situation in more detail.
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Figure 4: Instructions: Page 2

Page |2
Course of one round of the experiment
1. Five decision-makers will be chosen at random. Depending on the number of participants,
they will be given up to £25.
2. The five decision-makers will be assigned a specific set of votes – that is, 100 votes will
be split at random among the five decision-makers (e.g., 42, 10, 28, 5, and 15).
3. (see Figure 1) One of the decision-makers who will be chosen at random will then
propose an allocation of the money between the decision-makers and the recipients (for
example, keep £10 for decision-makers and give £15 to recipients). The allocated amounts
to the decision-makers and recipients are split equally among each group. (In the above
example, each decision-maker would get £2 and if there were 20 recipients each would get
£15/20 = £0.75).
4. (see Figure 2) Each of the five decision-makers then cast all their votes for the allocation
or all against. Abstention is not allowed. If the allocation receives at least 51 votes then it
passes. If it does not, then the proposer proposes a different allocation and it is also voted
on. No other communication is allowed.
5. If the proposer makes 3 unsuccessful proposals (that is, fails to obtain 51 votes for any
of his three proposals), the group will be disbanded and no one will be paid anything for
that round. A new group of five decision-makers will be chosen randomly in the next round.
6. Information about the decision will be presented on recipients’ screens. This will include
the amount allocated to the decision-making group and to the recipients and the number of
votes (out of 100) that each of the five decision-makers had to cast. In some rounds
recipients will learn which of the five decision-makers proposed the allocation and in some
rounds this information will not be shown.
7. Following the decision by the decision-makers, the recipients will review the allocation
and decide whether (and how much) to decrease the income of each decision-maker.
8. (see Figure 3) In each round, each recipient will be given 30 “deduction points” that he or
she may keep or assign to individual members of the decision-making group. Recipients
may assign all 30 points to one member, six to each, no deduction points to any member,
or anything in between. Each recipient decides independently about the assignment.
9. A decision-maker’s deduction for the round is the average of the deduction points
assigned to him or her by all recipients times £0.1. (For example, if 10 recipients assign 15
deduction points to a decision-maker, five assign ten points and five zero points, then the
assigned deduction is £0.1*(10*15+5*10+5*0)/20 = £1.)
10. A decision-maker’s deduction will be subtracted from his or her pay-offs from the round.
However, after each round the decision-makers will get no feedback on the amount of their
deduction – they will only learn their total pay-off at the end of the experiment.
This process is repeated in each of the 20 rounds.
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Figure 5: Instructions: Page 3

Page |3
Your total earnings
Your total earnings in this experiment comprise the amount you earned in allocations in
each round minus £0.1 times the number of deduction points you received in each round. If
the amount you earned in all rounds is less than zero, you will still get the £4 of the showup fee (so the minimum you can earn is £4).
Please answer the control questions that appear on your screen. You may use these
instructions to answer the questions.
Please leave these instructions on your table when you leave the room.

Figure 1: Decision-maker proposing an allocation
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Figure 6: Instructions: Page 4

Page |4
Figure 2: Decision-makers vote on allocation

Figure 3: Recipients decide whether to assign deduction points
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2.2
2.2.1

Results: Multivariate Model
Further particulars of the estimation procedure

Our dependent variable is a five-part composition that gives the share of the total
deduction points used on each DM by a recipient. We follow Atchison’s (1986) recommendations in estimating this as compositional data. First, we choose a baseline category
(i.e., allocations to a specific DM) and then divide each of the other four allocations by
this baseline. We then take the log of each ratio. Our dependent variable, in a seemingly
unrelated regression (SUR), is the vector of the log of these four ratios. Once we obtain
estimates of the parameters of this model, we then get predicted shares of punishment
for all five DMs (for a given subject-period) by transforming back to the original shares
via the multivariate logistic transformation (Aitchison 1986). Finally, we add confidence
intervals around our predictions and substantive effects using the simulation methods
described in Katz and King (1999). The correlation across DMs for a given recipient
is accounted for in the estimation of the SUR (which estimates the correlation across
equations). To address the possible correlation across periods for the same subject, we
also estimated models with robust standard errors, clustered on subject.3
Since we cannot characterise shares of punishment over DMs when recipients punished
no one, in the compositional analysis reported below, we use only those subject-periods
in which some allocation of deduction points was made (35% of recipients allocated none
of their deduction points while 55% allocated all of them). Thus, the results from these
models should be interpreted as conditional on recipients in a period making some allocation. Of course, one can still model the initial decision to punish or not; but, as
we show in the next section, this analysis reveals one overwhelmingly significant predic3
In order to produce these estimates we first replicated the jointly estimated SUR models by estimating
each equation separately. In this application, these coefficients are identical, though there are very small
changes in the standard errors. Next, we clustered on subject in the separately estimated equations.
This produced larger, but still very small differences in standard errors. These results are provided in
Section 2.2.4 below.
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tor of non-punishment: the generosity of the collective allocation from the DMs to the
recipients.4
We estimate a seemingly unrelated regression that includes four equations (one for
each log-ratio with the DM with the largest vote weight, DM 5, as the baseline category). Each equation includes indicators for the vote weight variables associated with
each distribution. Also included are indicators of the proposer status of all the DM’s. We
also include a control in each equation for the total number of deduction points allocated
in the period by the subject. This allows for the possibility that subjects change the
distribution of their punishments as they punish more or less in total. Finally, a variable
is included in the model that controls for the allocation decision by the DMs (the split
between DMs and recipients). Since interpreting coefficients from compositional models
with several sets of indicator variables can be difficult, we only present the substantive
implications of the model in the main paper. The full set of estimates on which these
substantive effects are based is provided in Section 2.2.4 below.

2.2.2

Recipients’ decision to punish or not

As indicated in the previous section, the vast majority of our subjects used all or
none of their deduction points. The whole distribution is given in Figure 7. In the main
paper, we are focused on how those who used at least 1 deduction point distributed their
points across DMs with different characteristics. Here we ask the prior question of what
determined the choice to use no deductions points or some points (which usually meant
using all one’s points).
In Table 2, we give results from a simple specification with only one predictor that
nonetheless predicts almost 80% of subject’s decisions to punish or not. All other pre4

Most recipients who punish do not punish all DMs. Consequently, some of the shares in each
recipient-period’s five-part composition are usually zero. Following Aitchison (1986), we set zero shares
(given they are not all zero) to a very small number (.00001) and then rescale to assure the composition
still sums to one exactly).
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dictors that we examined were insignificant and made no improvement in the fit of the
model or the predictive accuracy. These included age, gender, indicators for the four
distributions used in the treatments, income, and education level. Thus, we conclude
that the decision to punish or not was overwhelmingly determined by the generosity or
selfishness of the collective DMs.
Figure 7: Total punishment points allocated by recipients
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Table 2: Logit Regression of Decision to Punish
Dependent Variable:
Coefficients Effect of Change from
Deduction Points > 0
(SE)
£5 to £23 kept by DMs
Amount DMs kept
.26
62%
(.04)
95% CI: (52.7%, 71.6%)
Constant
-.56
(.19)
N1 (observations)
912
N2 (clusters)
96
Correctly predicted
77.96%
Area under ROC curve
.803

30
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2.2.3

DMs’ allocation decisions

DMs’ allocations are reasonably consistent with results from experiments with similar
games. Our collective dictator game with second party punishment resembles the ultimatum game (Guth, Schmittberger and Schwarze 1982) because DMs may be concerned
about offending recipients who can retaliate. In ultimatum games, in which there is a
single proposer and a single recipient, offers typically amount to about 40 percent of the
total endowment (Camerer 2003).
In spite of the punishment threat, DMs are not particularly generous in our game.
Overall, only 20 percent of the allocations between DMs and recipients are equitable
(Figure 8a).5 Given that the allocations are divided amongst 5 DMs and 20 recipients, it
makes also sense to compare the average division of allocations between a single DM and
a single recipient. On average the individual DM receives 80 percent of the allocation
(i.e., the 5 DMs collectively receive roughly half the allocation which is £12.5 or £2.5
per DM) compared to the 20 percent allocated to the individual recipient (£12.5 divided
up amongst the 20 recipients results in £0.625 per recipient). Hence, a comparatively
large proportion of DMs in our experiment are opting for allocations that are “unfair”
to recipients. Nevertheless, relatively few opt for the strict equilibrium choice in which
DMs keep all of the allocation.
The data from Experiment 1 in our manuscript clearly suggest that DMs condition
their offers on the anticipation of recipient punishment. We are able to compare DM
behavior under three different information conditions: when recipients are told DM vote
weights and proposer status (Figure 8b), told only the vote weights (Figure 8c), or told
neither vote weights nor proposer status (Figure 8d). It turns out that when recipients
know only the vote weights, DMs’ overall allocations to recipients fall to 40 percent
5
Here, an equitable allocation is one where DMs keep 5 for themselves and allocate the rest to
recipients. Since the number of recipients varied across sessions (see Section 2.1 above), the equitable
fractions in Figure 8 are thus either .2 or .22.
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Figure 8: Fraction kept by DMs across information treatments

Relative frequency

a)

Overall

.6

.6

.5

.5

.4

.4

.3

.3

.2

.2

.1

.1
0

0
0

.1 .2 .3 .4 .5 .6 .7 .8 .9

1

Distribution known, proposer unknown

c)

Distribution and proposer known

b)

0

.6

.5

.5

.4

.4

.3

.3

.2

.2

.1

.1

0

1

Distribution and proposer unknown

d)

.6

.1 .2 .3 .4 .5 .6 .7 .8 .9

0
0

.1 .2 .3 .4 .5 .6 .7 .8 .9

1

0

.1 .2 .3 .4 .5 .6 .7 .8 .9

1

Fraction kept by DMs

(on average), and when recipients know nothing that could distinguish DMs form one
another, DMs’ allocations to recipients fall to only 5 percent (on average). These results
are consistent with what Duch, Nielsen and Tyran (2011) find. In their study, they
explicitly explore how the anticipation of recipient punishment strategies shapes DM
offers in a collective dictator game, suggesting that DMs are much more selfish when
they think recipients have no way to separate them from the other DMs.

2.2.4

Multivariate Estimations for Figures 3 and 4 in main paper

This section provides the coefficient estimates that produced the substantive results
in Figures 3 and 4 in the main paper as well as some additional estimations to check
robustness of the results.
In Table 3, DM 1 always stands for the smallest DM in terms of voting weight within a
distribution of weights; DM 2 stands for the next largest DM, etc.; and DM 5, the baseline
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category, is always the largest DM. In the top panel of the table, we give the estimates for
the full set of indicators on weights in each of the four equations. This we do to facilitate
comparing the coefficients for indicators on different vote weights in the same distribution.
Reading from left to right for a given distribution, if the coefficients become increasingly
positive, this would support the notion that the vote weight correlated positively with the
punishment of DMs. In Table 3, we shade those coefficients that are significantly different
than the coefficient to their left. Consistent with the substantive effects reported in the
main paper, there is only weak evidence of a vote weight effect. In three cases the
coefficients are significantly more positive, and in a forth case the coefficient is actually
significantly more negative.
We estimate a SUR that includes four equations (one for each log-ratio with the
DM 5 as the baseline category). Each equation includes indicators for the vote weight
variables associated with each distribution (Distributions 1 through 4) which exclude the
most equal vote distribution (Distribution 4). The weights corresponding to each of the
distributions and to each of the equations is indicated below the coefficients in brackets.
Also included is an indicator of the proposer status of all the DMs (proposer is DM 1
through 4 – Proposer 5 is excluded).6 In each equation, we also include a control for the
total number of deduction points allocated in the period by a recipient (Total Deduction
Points). This allows for the possibility that recipients change the distribution of their
punishments as they punish more or less in total. Finally, a variable (Amount Allocated
to DMs) is included in the model that controls for the allocation decision by the DMs
(the split between DMs and recipients).
The results presented in Table 6 are re-estimates of Table 3, but using an equation
by equation estimation instead of joint estimation. This approach also allows estimating
robust standard errors, clustering on subjects. Clearly, the differences in standard errors
6

This allows, for example, a change in the vote weight of DM 2 to impact the vote weight allocation
of DM 4 not only through the deterministic connection between allocations for DM 2 and DM 4 but also
through the coefficient on the included variable.
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across specifications are quite small.
The SUR regressions in Table 3 include as an explanatory variable the DM allocations. Including a post-treatment response as an explanatory variable might reopen the
backdoor path that randomization among voting rules was designed to close off. Sensitivity analyses suggest that this likelhood does not affect the causal effect of the treatment
effects described in the main text. We first note that the design of Experiment 2 allows
us to confirm our initial causal claims. Because of the design of this experiment, the
post-treatment variable, by construction, is effectively removed from the model. In our
Experiment 2 we use the strategy method and subjects respond to a fixed set of alternative DM allocations – as a result, we do not include on the right hand side of the model
post-treatment variables. And, reassuringly, the results for Experiment 2 are consistent
with the findings from Experiment 1.

2.2.5

Causal structure of the model

It is also instructive to analyse, in more depth than the main text, the causal structure
of the model that was estimated using the Experiment 1 data. Figure 9 summarizes the
causal structure of the Experiment 1 model. This diagram indicates that our treatments
(proposer status and voting weights) may have both a direct effect on recipient punishments as well as an effect mediated through DM allocations. Further, we should expect
that DM allocations and recipient punishments share common (and unmeasured) causes
(for example, expected punishments may well influence both actual punishments and DM
allocations).
The situation pictured in Figure 9 corresponds exactly to example (b) in Figure 6 (page
681) of Pearl (1995) that lists identified causal models. However, given the mediating
status of the DM allocation variable, identification of the causal effects in this model may
be more complicated than made clear in the original manuscript.
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Figure 9: Causal structure of treatment effects from Experiment 1
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If Figure 9 correctly captures the causal relationships then the following holds:
• The minimally sufficient set of controls for identifying the total effect of our treatments on punishments (i.e., both direct and mediating) does not include DM allocations
• The direct effect, of our treatment on punishment, by itself is not identified
• Including DM allocations re-establishes a backdoor path between our treatments
and punishments.
The most obvious thing to do in this situation is to re-run all the models without the
DM allocation variable. This means that the resulting estimate is the total causal effect
of treatments on recipient punishments.
Accordingly we re-estimated the models in Table 3 without the DM allocation variable.
The results of these re-estimated models are presented in Table 5. Some of the coefficients
on the indicator variables for vote weights change but they do not in any fashion affect the
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substantive conclusions based on the original fully-specified model. And the coefficients
on the proposer dummy variable are positive and statistically significant, again consistent
with the results in the original model specifications.
Given the causal structure in Figure 9, this can only happen if one of the key connections there is not operative. We dismiss the possibility that DM allocations are not related
to punishments (see Figure 1 in the main text). Likewise, while it could be that DM allocations are not connected (via common causes) to punishments, this seems unlikely given
the large literature on ultimatum games (and games that share similar structures) that
show DMs anticipate punishments and adjust their allocations accordingly.
Thus, the only remaining possibility is that our treatments do not impact DM allocations (that is we get the same DM decisions when we allocate different voting weights and
procedural powers), so that there is no mediating effect. In this case, Figure 9 reduces
to one with just X and Y and the direct effect equals the total effect, and one should get
the same estimates of the effect whether one controls for DM allocations or not, as we
do.
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Table 3: Subject Punishments and Decision Maker Characteristics
DM1/DM5

DM2/DM5

DM3/DM5

DM4/DM5

Indicator Variables for Vote Weights

(shaded cells are statistically different from cell to the left)
Distribution 1
[Weight=53 excluded]

-3.64
(-0.75)
[Weight=2]

-3.35
(0.72)
[Weight=6]

-4.58
(0.69)
[Weight=10)

-2.35
(0.67)
[Weight=29]

Distribution 2
[Weight=48 excluded]

-2.06
(0.79)
[Weight=8]

-2.57
(0.77)
[Weight=11]

-2.8
(0.73)
[Weight=14]

-2
(0.71)
[Weight=19]

Distribution 3
[Weight=38 excluded]

-2.38
(0.81)
[Weight=11]

-1.33
(0.78)
[Weight=13]

-1.84
(0.74)
[Weight=17]

-0.26
(0.72)
[Weight=21]

Distribution 4 (baseline)
[Weight=23]

–
[Weight=17]

–
[Weight=19]

–
[Weight=20]

–
[Weight=21]

Indicator Variables for Proposer
DM 1 is Proposer?
(1=yes 0=no)

6.22
(0.75)

1.29
(0.72)

1.66
(0.69)

2.49
(0.67)

DM 2 is Proposer?
(1=yes 0=no)

2.13
(1.15)

5.61
(1.11)

2.19
(1.05)

2.23
(1.03)

DM 3 is Proposer?
(1=yes 0=no)

2.85
(0.85)

2.94
(0.82)

6.25
(0.78)

3.35
(0.76)

DM 4 is Proposer?
(1=yes 0=no)

1.71
(0.89)

2.44
(0.86)

2.49
(0.82)

5.11
(0.80)

Other Variables
Amount Allocated to DMs
(0-25 points)

-0.15
(0.07)

-0.2
(0.07)

-0.24
(0.07)

-0.15
(0.07)

Total Deduction Points
(0-30 points)
Constant

0.1
(0.05)
-4.75
(1.62)

0.11
(0.05)
-4.57
(1.60)

0.03
(0.04)
-1.31
(1.52)

0.03
(0.04)
-2.95
(1.48)

433
5.64
.22

433
5.55
.16

433
5.18
.27

433
5.05
.16

Obs.
RMSE
R2
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Table 4: Subject Deductions and DM Characteristics (further model estimations)
M1
coef

se

M2
coef

se

M3
coef

se

DM1/DM5 [“Weight 17” and “DM 5 is proposer” are the reference categories]
Weight 2
-3.639 0.747
-3.639 0.755
-3.639
Weight 8
-2.057 0.794
-2.057 0.803
-2.057
Weight 11
-2.378 0.806
-2.378 0.816
-2.378
DM 1 is proposer
6.221 0.749
6.221 0.758
6.221
DM 2 is proposer
2.135 1.146
2.135 1.160
2.135
DM 3 is proposer
2.852 0.848
2.852 0.858
2.852
DM 4 is proposer
1.710 0.891
1.710 0.902
1.710
Amount allocated to DMs
-0.146 0.073
-0.146 0.074
-0.146
Total deduction points
0.099 0.046
0.099 0.047
0.099
const.
-4.750 1.652
-4.750 1.671
-4.750

0.760
0.804
0.813
0.829
1.115
0.887
0.926
0.082
0.045
1.732

DM2/DM5 [“Weight 19” and “DM 5 is proposer” are the reference categories]
Weight 6
-3.352 0.722
-3.352 0.731
-3.352
Weight 11
-2.566 0.768
-2.566 0.777
-2.566
Weight 13
-1.334 0.780
-1.334 0.789
-1.334
DM 1 is proposer
1.289 0.724
1.289 0.733
1.289
DM 2 is proposer
5.606 1.109
5.606 1.122
5.606
DM 3 is proposer
2.942 0.821
2.942 0.830
2.942
DM 4 is proposer
2.438 0.862
2.438 0.873
2.438
Amount allocated to DMs
-0.197 0.071
-0.197 0.072
-0.197
Total deduction points
0.106 0.045
0.106 0.045
0.106
const.
-4.574 1.598
-4.574 1.617
-4.574

0.731
0.750
0.785
0.735
1.458
0.854
0.925
0.078
0.044
1.705

DM3/DM5 [“Weight 20 and” “DM 5 is proposer” are the reference categories]
Weight 10
-4.580 0.686
-4.580 0.694
-4.580
Weight 14
-2.797 0.730
-2.797 0.738
-2.797
Weight 17
-1.839 0.741
-1.839 0.750
-1.839
DM 1 is proposer
1.662 0.688
1.662 0.696
1.662
DM 2 is proposer
2.191 1.054
2.191 1.066
2.191
DM 3 is proposer
6.252 0.780
6.252 0.789
6.252
DM 4 is proposer
2.493 0.819
2.493 0.829
2.493
Amount allocated to DMs
-0.236 0.067
-0.236 0.068
-0.236
Total deduction points
0.034 0.043
0.034 0.043
0.034
const.
-1.312 1.518
-1.312 1.536
-1.312

0.690
0.697
0.742
0.731
1.034
0.867
0.863
0.076
0.057
1.973

DM4/DM5 [“Weight 21” and “DM 5 is proposer” are the reference categories]
Weight 29
-2.348 0.668
-2.348 0.676
-2.348
Weight 19
-2.003 0.711
-2.003 0.719
-2.003
Weight 21
-0.262 0.722
-0.262 0.730
-0.262
DM 1 is proposer
2.493 0.670
2.493 0.678
2.493
DM 2 is proposer
2.231 1.026
2.231 1.038
2.231
DM 3 is proposer
3.347 0.759
3.347 0.768
3.347
DM 4 is proposer
5.110 0.798
5.110 0.807
5.110
Amount allocated to DMs
-0.150 0.066
-0.150 0.066
-0.150
Total deduction points
0.025 0.041
0.025 0.042
0.025
const.
-2.950 1.478
-2.950 1.496
-2.950

0.686
0.705
0.676
0.736
1.033
0.775
0.887
0.075
0.047
1.705

Notes: Model M1 is the same as the model in Table 3. Model M2 uses an equation by equation estimation
instead of a joint estimation, and model M3 is the same as model M2 but lists robust standard errors,
clustering on subjects.
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Table 5: Subject Punishments and Decision Maker Characteristics (No DM Allocations
in Model)
DM1/DM5

DM2/DM5

DM3/DM5

DM4/DM5

Indicator Variables for Vote Weights

(shaded cells are statistically different from cell to the left)
Distribution 1
[Weight=53 excluded]

-3.42
(0.74)
[Weight=2]

-3.06
(0.72)
[Weight=6]

0.9-2.13
(0.69)
[Weight=10)

0.9-2.35
(0.67)
[Weight=29]

Distribution 2
[Weight=48 excluded]

-1.63
(0.76)
[Weight=8]

-1.99
(0.75)
[Weight=11]

-2.8
(0.73)
[Weight=14]

-1.56
(0.69)
[Weight=19]

Distribution 3
[Weight=38 excluded]

-2.09
(0.80)
[Weight=11]

0.9-0.96
(0.78)
[Weight=13]

0.02
(0.74)
[Weight=17]

0.9-0.26
(0.72)
[Weight=21]

Distribution 4 (baseline)
[Weight=23]

–
[Weight=17]

–
[Weight=19]

–
[Weight=20]

–
[Weight=21]

Indicator Variables for Proposer
DM 1 is Proposer?
(1=yes 0=no)

6.48
(0.74)

1.63
(0.72)

2.08
(0.69)

2.75
(0.66)

DM 2 is Proposer?
(1=yes 0=no)

2.75
(1.10)

6.44
(1.07)

3.20
(1.02)

2.87
(0.99)

DM 3 is Proposer?
(1=yes 0=no)

3.44
(0.80)

3.73
(0.78)

7.20
(0.74)

3.95
(0.72)

DM 4 is Proposer?
(1=yes 0=no)

2.28
(0.85)

3.21
(0.82)

3.42
(0.79)

5.70
(0.76)

Other Variables
Amount Allocated to DMs
(0-25 points)
Total Deduction Points
(0-30 points)
Constant
Obs.
RMSE
R2

-

-

-

-

0.8
(0.05)
-6.38
(1.44)

0.08
(0.04)
-6.77
(1.40)

0.002
(0.04)
-3.95
(1.34)

0.005
(0.04)
-4.62
(1.29)

433
5.66
.22

433
5.50
.14

433
5.25
.25

433
5.08
.15
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2.2.6

More detailed (less aggregated substantive effects)

Figure 10 to Figure 13 give the separate substantive effects that were aggregated in
Figure 3 in the main paper. Specifically, instead of averaging the share of punishment for
all cases in which a DM of a given size was not the proposer (i.e., over cases when different
other DMs were proposers), these figures give the estimates for each case separately. In
addition, these graphs plot the raw punishment data (in shares) next to the estimates,
so one can get a sense of what underlying data is driving the results. It should be clear
from an examination of the graphs that they do not in any way change the conclusions
we draw from the more aggregated versions.
In figures 10 through 13, the y-axis is the share of a recipient’s total deduction points
that were allocated to a DM with the indicated characteristics (i.e., the DM with a
particular vote weight and proposal power). The hollow circles are point estimates of
predicted punishment shares for a typical recipient (who allocated all 30 of her possible
deduction points in a situation in which the DM’s kept, a relatively selfish, 20 points of the
initial endowment for themselves). These predicted effects are derived from the estimates
in Table 3. The bars are 95% confidence bands calculated via simulation. The numbers to
the right of each confidence band are the actual number of recipients allocating a given
share of their deduction points to that DM (across all relevant experimental sessions)
and so give a rough sense of how the underlying uncontrolled data drive the various
predictions from the statistical model.
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Figure 10: The Impact of Voting Weights and Proposal Powers on Punishment

2

2

1

Proposer = DM with Weight 2
2

4

6
1
2
2

1

4

2

8
1

2

1
3

3

1
1

2

2

2

1
3

Proposer = DM with Weight 6
1

2

1

2

1

3

4

2

3

1

1

2
1

2

1

1

28

3

1

1

4

29

Seat Weight

53

1
3

6

3

7

4

2

7

29
Seat Weight

3
1

33

6 10

Proposer = DM with Weight 53

1

4

2

2

2

32

3
3

29

33

6 10

53

Distribution = {2 , 6, 10, 29, 53}

3

1
1

1

3

1

1

2

1

2

11

1

2

1
.8
.6

1

1

5
1
1
4

1
1
2

18

1

53

2
1

1

18

8
4

2

2

2
1

7

2

53

1

29
Seat Weight

8
3

8

6 10

Proposer = DM with Weight 29
3

3

3

2

2
7
1
1

9

8

2

29
Seat Weight

11

6 10

.2

.4
.2
0

1
.8
.6
0

.4
1
.8
.6
.2

.4
0

1
.8
.6
.4
.2
0
1
.8
.6
.4
.2
0

2

1

1
1

7
1
1

7

1

6
1
2

7

6 10

2

2

Proposer = DM with Weight 10

7
3
1

1
1

7
1

5

2

3

29

Seat Weight

53

1

1
1

1

1
1
7

2

3

30

Figure 11: The Impact of Voting Weights and Proposal Powers on Punishment
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Figure 12: The Impact of Voting Weights and Proposal Powers on Punishment
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Figure 13: The Impact of Voting Weights and Proposal Powers on Punishment
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3
3.1

Experiment 3: Internet Survey
Screen Shots
Figure 14: Internet Experiment Screen 1

Figure 15: Internet Experiment Screen 2
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Figure 16: Internet Experiment Screen 3

Figure 17: Internet Experiment Screen 4
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Figure 18: Internet Experiment Screen 5

Figure 19: Internet Experiment Screen 6

Figure 20: Internet Experiment Screen 7
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Figure 21: Internet Experiment Screen 8

Figure 22: Internet Experiment Screen 9
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Figure 23: Internet Experiment Screen 10

Figure 24: Internet Experiment Screen 11
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3.2

Excel file defining random assignment to the five voting
weights

An accompanying Excel file (appendix random assignment treatments.xls) contains
the auxiliary values with which all of the randomisations were defined. Respondents are
asked three questions concerning each of three voting weight distributions. There is a
worksheet associated with each of these questions that describes how respondents were
randomly assigned to voting weight treatments. Treatment variation DSq1 corresponds to
the majority distribution [.02, .06, .10, .29, .53]. Treatment variation DSq2 corresponds to
the unequal distribution [.11, .13, .17, .21, .38]. Treatment variation DSq3 corresponds
to the relatively equal distribution [.17, .19, .20 .21, .23]. There are 120 rows in each
worksheet that correspond to the permutations of weights associated with each of the
five Decision Making policy positions – in other words the weights can be ordered over
the five decision making positions a total of 120 different ways. There are five columns
in each spreadsheet corresponding to each DM position. Respondents were randomly
assigned to a DM proposer treatment that correspond to these five columns. Each of the
600 cells in this spreadsheet corresponds to a randomly assigned treatment for the first
distribution question – 120 permutations of the voting weights X 5 possible proposers. A
similar random assignment for the other two questions is described in Treatment variation
DSq2 and Treatment variation DSq3.
The Excel file also contains three worksheets (right location DSq1, right location DSq2,
and right location DSq3 ) that describe the “right” policy location for each voting weight
and proposer randomization. These policy locations represent the policy outcome that
was used to calculate the respondent’s payoffs. The cells in these three worksheets correspond to the random assignment cells in worksheets Treatment variation DSq1, Treatment
variation DSq2, and Treatment variation DSq3. And the distance between the respondent’s guess regarding the policy outcome and this “right” policy outcome determined
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their payoffs. For example, the “right” policy position for a respondent randomly assigned to a row value of treatDSvar1=9 in Treatment variation DSq3 with DM 1 would
be 10.13. The distance between the respondent’s guess and 10.13 would determine his or
her payoff.

3.3

Multivariate Regression Results for Internet Experiment

In the main text we define the dependent variable for the results from the internet
experiment as the spatial distance between the respondent’s guess about the collective
decision and the ideal points of each of the five DMs. We refer to this dependent variable
in the regression model as distance. Table 6 reports estimates of three separate regressions
(one for each question) of our distance variable on measures of the agenda powers, vote
weights, and policy preferences of DMs. Specifically, we include an indicator variable
for whether the DM was the proposer and expect a negative effect for this variable
(i.e., respondents believe proposers are able to move collective policy choices towards
their ideal point). We also include indicators for each vote weight in each distribution,
leaving out the smallest weight as the baseline category. Thus, we expect (consistent
with the results of the lab experiment) that having the largest vote weight will have
a significant (negative) impact on distance, but expect no impact (or at least a much
smaller and inconsistent impact) for vote weights more generally. Finally, we include
a dummy variable for each DM’s policy position (recall that the distribution of policy
positions was the same for each question, though vote weights and agenda powers differed
across questions and respondents).
Looking at the coefficients in Table 6, we see some initial evidence that respondents in
our Internet survey experiment are acting much like the subjects in our lab experiments.
This gives us some confidence that the cues we identified recipients use to apportion
punishment are about identifying decision-making influence. Specifically, we see that the
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coefficient on the proposal dummy is strongly significant in each equation. Further, in
the first and second equations, the dummy variable indicating the DM with the plurality
seat weight (.53, .38, and .23 in the respective equations) is significantly different from
both zero and the coefficients on the dummy variables for the sizes of other (smaller)
DMs. In the last equation, no such effect is apparent. But given the very egalitarian
distribution of vote weights used in this question (i.e., 17, .19, .20, .21, .23) this is really
the exception that proves the rule: when size of the “largest” DMs is qualitatively not
really different from the other DMs, then being the largest does not provide a very good
cue for attributing influence.
Looking at the impact of vote weight more generally, the results are again largely
consistent with our lab experiments. Indeed, the coefficients reveal that the impact of
seat weight on distance (for DMs who are not the plurality DM) is often inconsistent (i.e.,
coefficients do not get monotonically larger in absolute terms for larger seat weights) and,
with the partial exception of the first equation, insignificant (i.e., they are not all different
from zero or from each other). Finally, the impact of policy position shows exactly the
relationship we expected with distance being shortest for central DMs and increasing
(symmetrically) as one moves to more extreme positions.
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Table 6: OLS Regression of Individual Guesses and DM Characteristics
Variable
Distribution 1 Distribution 2 Distribution 3
-5.43
-5.40
-5.17
Dummy for policy position 10
(0.07)
(0.08)
(0.08)
-7.72
-7.95
-7.49
Dummy for policy position 16
(0.18)
(0.18)
(0.20)
-5.32
-5.45
-5.17
Dummy for policy position 21
(0.26)
(0.26)
(0.28)
0.80
0.79
1.08
Dummy for policy position 28
(0.31)
(0.30)
(0.32)
-0.43[1]
0.02[2]
0.17[3]
Dummy for vote weight .06, .13, .19
(0.19)
(0.19)
(0.21)
-0.27
0.07
0.10
Dummy for vote weight .10, .17, .2
(0.19)
(0.20)
(0.21)
-0.44
-0.33
-0.25
Dummy for vote weight .29, .21, .21
(0.19)
(0.20)
(0.20)
-1.65
-1.02
-0.23
Dummy for vote weight .53, .38., .23
(0.22)
(0.21)
(0.22)
-1.16
-0.99
-1.43
Dummy for Proposer
(0.18)
(0.17)
(0.18)
12.44
12.09
11.82
Constant
(0.22)
(0.19)
(0.22)
Rows of Data
5020
5020
5020
Respondents
1004
1004
1004
DMs per respondent
5
5
5
Notes: [1] Test to reject -.43=-.27=-.44=0 Pvalue=0.06; [2] Test to reject .02=.07=-.33=0 Pvalue=.17;
[3] Test to reject .17=.10=-.25 Pvalue=.2. Reported standard errors are robust estimates clustered on
individual respondent. We have also estimated hierarchical linear models that include error components
(random effects) at the individual level. Results are quite robust to these alternative estimation
strategies.

3.4 Summary of Fortunato, Lin, and Stevenson (2013)
Fortunato, Lin, and Stevenson (2013) conducted surveys of nationally representative samples of adults in
France (2013), the UK (2011), and the Netherlands (2012 – pre-election). In each they asked respondents
to identify the role of the parties in (or out of) cabinet, their sizes in the legislature, and their answers to
the following question (for each party):
The “legislative process” consists of legislators proposing, modifying, and voting on legislation.
Ultimately, this process produces a set of new laws and modifications to old laws. Taking into account of
all the various means parties may use to influence the legislative process, how much influence do you
think each of the parties below ultimately had on the outcomes of the legislative process in the
Netherlands during the most recent government?
1 No influence
2 Very little influence
3 Some influence
4 Quite a bit of influence
5 A great deal of influence
6 Complete influence
For each county the data were stacked so that there was one row for each party, for each respondent.
Table X provides estimates from multilevel model (with crossed random effects at the party and
respondent levels) where the dependent variable is the answer to the question above and the independent
variables are as indicated.
Table 7: Attributions of Responsibility: Netherlands 2012
Model 1
.03
(.001)

Model 2

Model 3
.02
(.001)

Does R think party is
the largest in the
legislature? 1 = yes
R’s perceived share of
.13
.03
legislative seats for
(.04)
(.04)
party (0 – 100)
Does R think party is
.61
.46
the the PM? 1 = yes
(.13)
(.05)
Does R think party is a
-.31
-.28
junior cabinet partner? 1
(.01)
(.02)
= yes
constant
2.51
3.02
2.66
Respondents
849
Respondent-parties
8196
Random effects not reported. Standard errors in parentheses. Adapted from Fortunato, Lin, and
Stevenson (2013)

The results for France and the UK are similar (with intuitive differences to account for the French
President).
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1

Survey Description

The Survey was programmed in four modules, with each module independent from
the rest. A module contained a particular experimental component of the survey. In this survey three
modules where experiment related modules and one was a demographics module. The four modules
where:
Survey modules

 Module 1: Jurisprudence component
 Module 2: Coalition component
 Module 3: Political component
 Module 4: Demographic component

1.1 Module 1: Jurisprudence component
As part of a study by the Criminology Centre at the University of Oxford.The experiment is interested
in peoples' reactions to sentencing. It was divided into three treatments with participants being assigned
to one of the three randomly. The three experiments diered in the information provided to respondents.
The rst treatment
provided no additional information to the questionnaire. The second treatment
provided information on the Magistrates system existent in the UK. The third treatment
provided additional information regarding the use of Sentencing Guidelines.
Besides the dierences in information between the three treatments a sub-group of questions had two
versions in both the
and
treatments. These two questions were asking respondents
about sentences in actual crimes, for these the sample was split 50/50. For each of these questions 50%
of respondents in each of these treatments saw no information on the sentencing guidelines and 50% saw
the actual sentencing guideline that applied to the case. Figures 1 and 2 show an example question with
these dierences.

Magistrates
Guidelines

Control

Magistrates

Guidelines

Figure 1: Question 8 - Part I
type:A

type:B

The crime: Jack B. was convicted of burglary.
He broke into an empty house while the owner
was away and left with a mobile phone and a
portable cd player. The oender has two prior
convictions for robbery and theft. He is 20 years
old, employed and living with his parents.
The sentence: Magistrates imposed a sentence
of three months imprisonment.

The crime: Jack B. was convicted of burglary.
He broke into an empty house while the owner
was away and left with a mobile phone and a
portable cd player. The oender has two prior
convictions for robbery and theft. He is 20 years
old, employed and living with his parents.
The sentencing guidelines: establish a range
of sentence for a case of this kind between
a community penalty (including unpaid
work) to sixth months in prison.

The sentence: Magistrates imposed a sentence
of three months imprisonment.
The court took many factors into account
including:
 The small amount of property stolen;
 No one was home at the time of the crime;
 The oender's prior convictions.
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Figure 2: Question 8 - Part II
type:A

The crime: burglary
The sentence: three months imprisonment
In your view, is this sentence:
1.
2.
3.
4.
5.

Much too harsh
Too harsh
About right
Too lenient
Much too lenient

type:B

The crime: burglary
Sentencing guideline: between a community
penalty (including unpaid work) to sixth
months in prison.
The sentence: three months imprisonment
In your view, is this sentence:
1.
2.
3.
4.
5.

Much too harsh
Too harsh
About right
Too lenient
Much too lenient

1.2 Module 2: Coalition component
The online experiment, with a representative sample of the UK population, is designed to conrm that the
punishment heuristics recovered in lab experiments result from an assessment of the relative importance of
individual decision makers for the collective decision. Accordingly, in this online experiment subjects were
asked to anticipate collective decision outcomes under a number of dierent treatments that varied the
characteristics of the decision makers. The results conrm the ndings from our previous lab experiment
and help us understand the reasoning associated with the punishment heuristics employed by the subjects.
The online experiment results conrm that voting weights, majority status, and largest voting weight are
of limited importance for responsibility attribution. As was the case in the lab, the online experiment
nds that respondents are inclined to attribute responsibility for collective decisions to the decision maker
with agenda power. Finally, results suggest that a large proportion of the representative sample of the
U.K. population does not incorporate information regarding the formal powers of the decision makers
in their guesses regarding the outcome of collective decision making. They seem to adopt uninformative
heuristics  assuming the decision makers have equal inuence over outcomes in spite of having varying
voting weights or simply treating the median policy outcome as a focal point for their predictions.
Subjects were asked to guess the decision taken by ve decision makers prior to the survey (the
accuracy of their guesses could earn respondents up to 30 extra SSI points). There were three distinct
treatments that diered according to the voting weights of decision makers. Each treatment conformed
to a decision making task, that occurred prior to the online experiment, in which ve individuals were
given a total of ¿30 and asked to agree on how much should be given to two dierent charities: an animal
shelter and a soup kitchen. Each decision maker had preferences for how much to give to the animal
shelter (with the remainder going to the soup kitchen). The group as a whole, however, had to come
up with a single, collective, amount to contribute to each charity  a majority of the weighted votes was
necessary for a decision. So, for example, if the group decided to donate ¿10 to the animal shelter then
¿20 were donated to the soup kitchen. Subjects were informed that each of the ve decision makers was
given a voting weight. The voting weights add to 1 and they determined how much each person's vote
counts when the ve people vote on the donation proposal. In all three decision making situations, each
of the ve decision makers was randomly assigned one of the following preferred donation amounts for the
animal shelter: ¿4, ¿10, ¿16, ¿21, ¿28. The location of the proposer was predetermined. These decision
making situations are described to the online respondents who were then asked to guess the decisions
taken.
This experiment is designed to discriminate amongst three primary attribution heuristics: voting
weight, veto power, and agenda setting power. Subjects make three choices in each of three decision
making situations in which the voting weights vary as follows: .02, .06, .10, .29, .53; .11, .13, .17, .21,
.38; and .17, .19, .20 .21, .23. And within each of the three decision making situations, respondents are
randomly assigned to two treatments: 1) proposal power varies over the ve decision makers (proposal
power can be associated with a decision makers at one of the preferred allocations: ¿4, ¿10, ¿16, ¿21, and
¿28); and 2) the voting weight of the decision maker with proposal power varies over the ve weights in
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each situation. Table 1 describes the treatments and reports the frequency of subject random allocation
to each treatment cell. In each decision situation there are 25 treatment cells (ve proposer and ve voting
weight treatments) and each cell has approximately 40 respondents (the total sample size is 1,004). And
since there are three decision making situations, there are a total of 75 treatments in this experiment.
For example, there were 43 subjects who, for the rst distribution situation, made a choice when the
proposer was Decision Maker 1 (who preferred an outcome of ¿4) and had a voting weight of 0.02.
Table 1: Online Experiment: Subject assignment to treatments
Distribution 1

Voting power
0.02
0.06
0.1
0.29
0.53
Total

1
43
43
40
42
39
207

Proposer

2
45
39
37
36
40
197

3
41
39
40
38
41
199

4
38
40
39
40
39
196

5
42
41
38
42
42
205

Total
209
202
194
198
201
1004

4
37
39
44
39
42
201

5
42
40
39
43
34
198

Total
203
201
201
198
201
1004

4
40
43
39
41
35
198

5
41
42
37
44
40
204

Total
189
208
198
213
196
1004

Distribution 2

Voting power
0.11
0.13
0.17
0.21
0.38
Total

1
40
41
37
41
44
203

Proposer

2
40
44
37
39
43
203

3
44
37
44
36
38
199

Distribution 3

Voting power
0.17
0.19
0.2
0.21
0.23
Total

[.41]
↓
0

2

1
34
43
38
45
41
201

Proposer

2
35
45
45
39
40
204

3
39
35
39
44
40
197

Figure 3: Example question
[.20]
[.10]
[.19]
↓
↓
↓

[.10]
↓

4 6 ↑ 8 10 12 14 16 18 20 22 24 26 28 30
Ideal policy location
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1.3 Module 3: Political component
The third component of the survey asked questions about political preferences, evaluation of the governing
coalition, and views of the nation's economy. The broad groups of questions include:1
 Party leader favorability

 General political knowledge and interest

 Left-Right identication of self and parties

 Vote choice

 Party identication and strength

 Retrospective and Prospective Economic
evaluations

 Coalition knowledge and evaluation

 Cosmopolitanism

1.4 Module 4: Demographic component
The last component asked a battery of questions on the respondent's demographics these questions asked
about:2
 Government Oce or Region

 Income

 Postcode

 Income Source

 Age

 Religion

 Gender

 Occupation

 Education

 Marital status

 Union membership

 Ethnicity

1 The
2 The

specic text for the questions can be found in the questionnaire.
specic text for the questions can be found in the questionnaire.
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2

Experiment Roll-out

The survey was carried out in three stages. Two test stages and the nal live stage. Figure 4 shows the
roll-out timeline with its three stages and Table 2 shows specics of each stage such as the sample size
and origin, and the amount of time it took respondents to complete the survey.

[Lab Test]
May 20

Figure 4: Roll-out Timeline
[Online Test]
June 10

[Live Survey]

June 21

July 1

July 7

Table 2: Survey Roll-out
Schedule:

Date initiated :
20 May 2011
Date completed :
20 May 2011
Sample:
Size :
50
Origin :
CESS Subject pool
Time to complete:
Min :
15 mins 30 segs
Max :
37 mins 6 segs
Mean :
24 mins 18 segs
Std. Dev.:
5 mins 24 segs

10 June 2011
21 June 2011

1 July 2011
7 July 2011

100
CESS Subject pool

1004
SSI Subject pool

10 mins 48
2 hrs 46 mins 6
27 mins 30
18 mins 48

segs
segs
segs
segs

3 mins 4 segs
1hr 55 mins 40 segs
23 mins 10 segs
13 mins 45 segs

2.1 Lab Test
The initial tests of the survey were done at the CESS lab in Oxford. Participants, from the CESS subject
pool, were invited to participate of the survey. The test was carried out using the same online application
with access restricted to the CESS Domain to avoid external access to the survey. This rst test stage, in
a controlled setting, allowed for testing the overall functionality, ease of use, treatment assignments, and
understanding of the survey. Furthermore this test allowed for testing concurrent access to the server by
25 connections in 2 sessions.

2.2 Online Test
After successfully completing the rst test stage a second test was carried out to test the connectivity
to the server and the ltering mechanisms. In this second stage CESS pool subjects were also invited to
participate via e-mail. Each e-mail provided a unique code for participants to access the website allowing
us to simulate the mechanism to access the survey. Controls were built into the online application to avoid
repeated access to the survey by the same unique identier. Similarly, controls for sample management
were implemented and tested.

2.3 Live Survey
After exhaustively testing the survey application the survey was launched on July 1st and within a week
the goal of 1000 respondents was reached. Respondents were obtained via Survey Sampling International
(SSI) sample and where screened before taking the survey on the basis of age, gender, and region of
residence. Either respondents that were screened out or that completed the survey were re-directed to
SSI for sample control management.
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3

Sample Description

Two samples were used to carry out the survey. First, the CESS sample was used for the pilot tests
of the survey. Once the survey was ready to be rolled-out CESS hired the services of Survey Sample
International (SSI). SSI sent respondents from their database to the CESS website where the survey
was hosted. By controlling who got sent and who completed the survey SSI was able to provide a UK
national representative sample based on age, gender, and place of residence (government oce or region)
of respondents. Figure 5 shows a description of the sampling services provided by SSI (obtained from
their website).
Figure 5: Description SSI
SSI Sampling Services are the world's most trusted sampling
solutions for survey research across every mode-online, landline
phone, mobile/wireless and mixed access. With 30 offices
spanning every time zone and staff fluent in 36 languages, SSI
Sampling Services deliver the widest, most diverse access to
consumer, B2B and healthcare audiences around the globe. More
than 2,000 clients across all industries-including the top-50
market research companies-trust their projects to SSI.

Dedicated to methodological excellence, SSI brings 50 years of
sampling experience to every project. To ensure valid, unbiased
samples, we adhere to the highest standards of sampling science.
Plus, through our global Knowledge Team of senior methodologists,
SSI sponsors extensive research on research, revealing critical
insights into enhancing sampling and survey design.

3.1 Sample Size & Selection
As it was mentioned in the previous section the survey had three stages, two for testing purposes and
the nal live version. The number of complete cases in each of this stages was:
 Lab Test: 50 completes
 Online Test: 85 completes
 Final survey: 1004 completes
To obtain the 1004 complete responses in the Live survey we needed to invite, via SSI, 1591 participants.
Of these 299 (18.8%) were rejected either because they were out of sample (younger than 16 or older
than 75, 5 cases) or because the quota was already lled for their particular demographic prole (i.e.
their age, gender, and region category was already lled). In the end, after screening, 1232 respondents
started the survey (81.2%) of which 288 droped out during the course of the survey leaving the survey
with a response rate of 77.7 % (1004/1232). Table 3 shows these numbers.
Table 3:
Screened out
Quota full
Started, not completed
Completed
Total sent to interface

N
5
294
288
1004
1591

Freq.
0.3 %
18.5 %
18.1%
63.1%
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3.2 Demographic prole of Respondents
To obtain a national representative sample of the UK population with 1,000 respondents we used three
criteria for quota controls, these were: age, gender, and government oce or region of residence. As 4
shows, we achieved the goal of having a representative sample for the UK population in the age group
16-74. While there was some over-sampling for the age groups between 16 and 59 at the expense of the
60 to 74 group, both in terms of gender and area of residence the dierences do not surpass 1% between
the census and the survey sample.
Table 4: Respondent matching between 2001 Census and Internet Survey
Census CESS 2011-01
<16
0%
0%
16-29
24.39%
28.08%
30-59
57.04%
61.61%
18.56%
10.25%
60-74
75+
0%
0%
Male
49.7%
49.8%
Female
50.3%
50.2%
North East
4.27%
4.3%
North West
11.29%
11.29%
8.59%
Yorkshire and The Humber 8.35%
East Midlands
7.05%
7.29%
West Midlands
8.82%
9.09%
East of England
9.11%
7.89%
12.11%
13.09%
London
South East
13.55%
14.09%
8.44%
8.19%
South West
Wales
4.9%
4.9%
Northern Ireland
3%
2.5%
Scotland
9.12%
8.79%
While it is relatively easy to generate a matching population with the variables that are used for
sample selection it is more complicated to match other aspects of a National Representative sample.
However, we believe and tables 5, 6, and 7 show, we achieved this goal to a given extent.
With regards to Education 5 there was some oversampling of the higher qualication categories at the
expense of the lower qualications category. This sampling bias is expected given that Internet access
and online panel participation is skewed towards the more educated in the population.3
Table 5: Education
Census CESS 2011-01
No qualications
19.71%
7.18%
Level 1 qualications
3.33%
7.77%
Level 2 qualications
36.09%
24.5%
Level 3 qualications
13.92%
22.31%
Level 4 / 5 qualications 10.11%
28.38%

3 Göritz,

Anja. 2004. The impact of material incentives on response quantity, response quality, sample composition,

survey outcome, and cost in online access panels. International Journal of Market Research 46(3): 327-345
Hellwig, J.O., von Heesen, B. & Bouwmeester, R. 2003.

Rekrutierungsunterschiede bei Online-Panels und ihre Folgen

[Dierences in recruitment with online panels and their consequences].

In Online-Marktforschung - Beiträge aus

Wissenschaft und Praxis, ed. A. Theobald, M. Dreyer, & T. Starsetzki, pp. 227-240. Wiesbaden: Gabler.
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In terms of occupation (Table 6), we under sampled professional occupations and skilled trades, while
oversampling sales and service trades, under skilled occupations and other various occupations.
Table 6: Occupation type
Census CESS 2011-01
Managers and Senior Ocials 14.74%
14.33%
Professional Occupations
24.89%
17.62%
Admin and Secretarial
13.31%
15.82%
6.93%
13.91%
Sales or Services
Skilled Trades
11.79%
3.82%
8.65%
8.81%
Process, Plant, and Machine
Elementary and Others
11.94%
25.69%
Finally we also compared the CESS Survey with a series of online surveys carried out by internet
polling rm YouGov, during the time period in which the survey was live. Specically we compare vote
intention of survey respondents. By looking at Table 7 we can notice an under sampled support for
Conservatives and an oversampling support for other parties. This makes sense given the over and under
sampling of population in the education and occupation categories.

Dates
Con
Labour
LibDem
Other

Table 7: Comparison of Voting Preferences
CESS 2011-01
YouGov Vote Intention Tracker
July 1-7
July 6-7 July 5-6 July 4-5 July 3-4
28.71
37
35
35
37
44.98
43
43
43
43
8.84
8
9
10
9
17.46
12
13
12
12
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4

Survey Flow

Having described the components and sample characteristics of the survey we proceed with detailing how
did the survey owed since SSI sent out invitations until respondents were sent back to SSI after survey
completion (or rejection to participate). Figure 6 shows the full evolution of the survey in its dierent
stages. First, SSI selected based on the requested sample categories potential respondents and sent
them an invitation to participate in the survey indicating the website were the survey was hosted. This
participants reached the CESS Survey interface were they were rst screened and ltered to guarantee
a Nationally Representative Sample. Respondents were screened for Age, Gender, and nally Region.
After screening the four survey modules owed in order. At the end of respondents participation in the
survey, either because they nished the survey or because they were rejected, they were re-directed to
SSI for sample control. This re-direction allowed SSI to stay updated as to the surveys status in terms
of which demographic proles were lled and which still needed respondents.
Figure 6: Survey Flowchart
SSI
DB

R

INTERNET SURVEY
Filtering
Age

Gender

Region

Modules
Module 1

Module 2

Module 3

Module 4

SSI
DB
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5

Technical Details

5.1 Coding & Programming
The design, coding and programming stage took experiments' designs from the experimenters and coded
them into a seamless, ecient, re-usable, and user-friendly web interface.
The online survey was programmed using Microsoft technologies.
was used as programming
language and
as back-end to store the results. The complexity of the experiments embedded
in the survey prevented the use of existent online survey applications.
The dierent components of the survey, described in the previous sections, were programmed into
modules. As such, the survey was highly customized with each component/module coded independently
to allow re-usability, of the individual components, in multiple surveys with minimal eort. This
customization also allowed for design changes of each component independent of others given the multiinstitutional approach to the survey, where each module was `contracted' by dierent research groups.
Keeping the modules apart for coding and re-usability purposes did not pose problems to the nal survey
implementation. All modules were linked together during implementation so that one user could take all
the components of the survey at the same time in one sitting.
Sample tests were run multiple times before the experiment was nalized. This project required 150
hour of programming which included the initial programming and design changes after test runs.

SQL server

C#

5.2 Hosting
Online experiment was hosted on Amazon cloud server over a period of three days. Cloud server gave us
the ability to ramp up server speed during peak load and was also more cost eective when compared to
dedicated server.
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